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Abstract
I study the diffusion of technology when the decision to search for productivityenhancing technologies depends on the network of interactions between agents.
Agents have the option to engage in costly learning from their first-degree connections. The more productive an agent’s connections, the higher the gains from
learning. Hence, the network affects the reservation productivity at which agents
choose to learn and, therefore, affects aggregate productivity. I find that the denser
the network, the higher total factor productivity and the lower inequality. However,
there is no effect of the network on the share of agents that learn in equilibrium.
Furthermore, I find that nodes that are central in terms of their closeness to other
nodes tend to exert more learning effort and have a higher productivity.
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Introduction

New ideas tend to spread gradually (Griliches, 1957) and agents that are directly connected to early adopters are more likely to adopt these ideas (Coleman et al., 1957).1
These observations have led to an active literature studying the effects of the network
on diffusion. Furthermore, whether and at what rate ideas diffuse depend on the effort
agents put into searching for productivity-enhancing technologies, while this effort
depends on the distribution of productivity across agents which, in turn, is a result of
diffusion (Lucas and Moll, 2014; Perla and Tonetti, 2014). Despite the importance of
search effort for diffusion, much of the literature has ignored how the network affects
search effort.
In this paper, I study which network properties are beneficial for diffusion when
the effort put into search (or, equivalently, learning) is endogenous and depends on the
network. In order to answer this question, I build a model in which agents differ in
terms of their productivity level. Agents have the option to engage in costly learning.
When an agent decides to pay the search (or learning) cost, it is matched with one of
its first-degree connections. If the productivity of this connection is higher than the
productivity of the searching agent, then the searching agent adopts the corresponding
technology, meaning that its own productivity level will increase to the productivity
level of the agent it is matched with.2 The decision to learn depends on the network and
interacts with the productivity distribution. The more productive an agent’s connections,
the higher the expected gains from learning and, therefore, the higher its learning
reservation productivity, which is the productivity at which an agent is indifferent
between engaging in costly learning and not learning. Agents with a productivity
below the reservation productivity find it optimal to search for productivity-enhancing
technologies. Therefore, an increased reservation productivity compresses the support
of the productivity distribution, and leads to a higher average productivity.
The main contribution of this paper is that I reveal a novel mechanism through which
network density affects diffusion and, therefore, total factor productivity (TFP); namely
that network density affects learning effort. The denser the network, the more links
there are between agents, and the more agents are connected to the highly productive
agents. This makes that the gains from learning get more equalized across agents and,
therefore, the dispersion of productivity across firms is declining. As it are the least
productive agents that are adopting, this decline in inequality leads to a rise in TFP. In
other words, reservation productivities (or effort) will be larger in a dense network.
1

For more evidence that agents are more likely to learn from agents to which they are closely connected,
see, for example, Conley and Udry (2010) for farmers, Carvalho and Voigtländer (2015) and Chaney
(2014) for firms, and Coe and Helpman (1995) for countries.
2
I focus on the decision of potential adopters. Hardy and McCasland (2018) study the decision of
incumbent adopters to share technology.
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Although productivity is higher in a dense network, the effect of network density
on the share of agents that learn in equilibrium is ambiguous. The network affects
the reservation productivity but there are two opposing effects on the share of agents
that learn. The first effect is that when agents get more connected to more productive
agents they become more willing to learn, thereby increasing the mass of learners.
However, as the reservation productivity increases, the opportunity cost of learning
also increases (as learning is disruptive to production) which has a negative effect on
the mass of learners. When the model is calibrated to match moments of the firm-level
distribution, these effects are approximately equally large and, therefore, the effect of
the network on the share of agents that learn is negligible. A more dense network shifts
the productivity distribution to the right but does not affect the mass of agents at the
reservation productivity level. This result has important implications for how one can
empirically test which network properties are beneficial for learning. Regressing the
share of agents that is adopting on different (exogenous) network properties will not be
informative. Instead, one should either study the effect of the network on productivity
directly or study how the share of agents that adopts changes during the transition to a
new equilibrium after the network has changed. This result is the second contribution
of the paper.
The third contribution is on the modeling side. For there to be an opportunity
to learn, agents need to differ in their productivity levels. Most papers that study
diffusion on a network assume that there is a binary productivity state (i.e., having
adopted or not having adopted a specific technology). Instead, in the model presented
here, the productivity state is continuous which represents a multitude of technologies.
To the best of my knowledge, this is the first paper that builds a model with both a
continuous productivity state and endogenous diffusion on a network. The advantages
of a continuous productivity state are that it makes it possible to relate networks to
aggregate productivity and other moments of the productivity distribution, and that
the model can be disciplined using data on the distribution of productivity or income.
Moreover, a continuous productivity state allows the gains from learning to increase in
the productivity gap. There is recent evidence that this is indeed the case. Akcigit et al.
(2018) find that the more productive the inventors are with whom an inventor interacts,
the higher is subsequent productivity. Nix (2016), Jarosch et al. (forthcoming) and
Herkenhoff et al. (2018) find that learning from coworkers increases with knowledge
gaps.
Related literature. My paper contributes to the following three strands of the literature.
First, my paper contributes to the literature on the effect of network properties on
diffusion. Theory tends to originate from the epidemiological literature (Bailey, 1975)
and, therefore, usually focuses on a binary state, i.e., either being sick or healthy, or
either adopting or not adopting a given technology (see, e.g., Ellison, 1993; Young, 2003;
3

Montanari and Saberi, 2010; Acemoglu et al., 2011; Akbarpour and Jackson, 2018). In
these papers, the research question usually relates to how the network affects the time
it takes until most agents have adopted, or how the network affects the probability that
everyone eventually adopts. I study diffusion when there is a continuous productivity
state and study the effect of the network on aggregate TFP. In practice, there is a wide
range of different technologies and, therefore, of different productivities. Some agents
might have adopted multiple technologies and some technologies might have a larger
effect on productivity than others. Furthermore, most of the models in this literature
take the adoption rate to be exogenous (see, e.g., Bailey, 1975; Granovetter, 1978; Jackson
and Rogers, 2007; Acemoglu et al., 2011; Akbarpour and Jackson, 2018), while I study the
effect of the network on learning effort and adoption.3 Ellison (1993), Young (2003) and
Montanari and Saberi (2010) are examples of models in which adoption is endogenous,
but with a binary state. In these papers, the decision to take an action follows from a
coordination game with one’s neighbors. Fogli and Veldkamp (forthcoming) is a notable
exception that has a continuous productivity state, but it has an exogenous adoption
rate.
It is not a novel result that denser networks lead to faster diffusion, but the mechanism through which it occurs here is novel. For instance, in the SIS model (a widely
used model in the epidemiological literature), a larger number of links speeds up diffusion (see, e.g., Bailey, 1975; Jackson and Rogers, 2007) as is the case for the model in
Fogli and Veldkamp (forthcoming). However, in these models, the probability that an
agent learns from each neighboring agent is exogenous and it is hard-wired that the
more neighboring agents one has, the more likely it is to learn from a neighbor.4 In my
model, the decision to learn is instead endogenous, and the reason that denser networks
lead to higher productivity is that denser networks increase the learning reservation
productivities. Having more connections does not affect the probability of learning since
when agents decide to learn, they will always learn from exactly one of their neighboring nodes. Shutting down the probability effect highlights that a denser network also
increases productivity by increasing the gains from learning. If, in addition, the density
were to also affect the number of agents one learns from, the effect of network density
on TFP would be higher.
Second, my paper contributes to the recently burgeoning literature on how the
decision to learn interacts with the distribution of productivity across firms.5 Two
3

See Cavalcanti and Giannitsarou (2017) for how the network affects human capital accumulation in a
model with peer effects.
4
To see this, denote the number of neighbors of an agent by d and suppose that all of them have a
better technology. Denote the exogenous probability of learning from each neighbor by p. Then, the
probability of learning from a neighbor in these models is 1 − (1 − p)d which is increasing in d.
5
There is a related literature where learning depends on the productivity distribution as well, but the
rate at which learning occurs is exogenous. An example is Luttmer (2012a). Furthermore, in Luttmer (2007,
2012b), Sampson (2016) and Lashkari (2018) entrants learn from incumbent firms. Alvarez et al. (2013),
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prominent examples are Lucas and Moll (2014) and Perla and Tonetti (2014).6 In these
papers, agents pay a learning or search cost and are subsequently randomly matched
to another agent in the economy from which they will learn. The initial productivity
distribution is assumed to have a Pareto tail which ensures the possibility of balanced
growth. In a recent paper, Benhabib et al. (2017) study learning and innovation jointly
and, as a consequence, no longer need the initial distribution to have infinite support to
sustain long-run growth. In equilibrium, productivity is Pareto distributed where the
thickness of the tail depends on the innovation intensity. I extend the model in Benhabib
et al. (2017) to include a network.7 The existing models (e.g., Lucas and Moll, 2014;
Perla and Tonetti, 2014; Benhabib et al., 2017) can be interpreted in two ways, either
as models of the entire economy in which each agent is equally likely to learn from all
other agents, no matter whether that agent is located next door or at the other side of
the country. Or as models in which agents can only learn from agents that are similar
(i.e., drawn from the same distribution) and have no possibility to learn from other
types of agents. My model seeks a middle ground between these two extremes. Agents
can learn from other types of agents as well as from agents with similar characteristics.
The extent to which this happens is governed by an exogenous network.8
In this paper, search technology is modeled in a similar way as in Perla and Tonetti
(2014) and Benhabib et al. (2017). However, the implications for the productivity
distribution are somewhat different. First, in contrast to these papers, my model does
not imply that only the least productive agents in the economy adopt. This is because
the reservation productivities differ across nodes. Second, in my model, the productivity
distribution is hump-shaped, whereas in Perla and Tonetti (2014) and Benhabib et al.
(2017) the productivity distribution is downward sloping.
Third, my paper contributes to the renewed interest in the effect of networks on
macroeconomic outcomes.9 Based on the seminal works by Long and Plosser (1983)
and Hulten (1978), Carvalho (2010), Acemoglu et al. (2012), Acemoglu et al. (2016b),
Acemoglu et al. (2017) and Baqaee (2018) study the network origins of aggregate fluctuations. In another strand of the literature, Jones (2011, 2013), Bigio and La’O (2020)
and Baqaee and Farhi (2020) study how sectoral distortions spill over to the aggregate
economy through the production network and affect aggregate TFP. Liu (2019) studies
the effect of industrial policy in a production network with distortions. These papers
study how distortions and shocks propagate through the production network. Instead,
I study how the network affects TFP through the decision of firms to adopt existing
Buera and Oberfield (2020) and Cai et al. (forthcoming) study the diffusion of ideas across countries.
6
Other examples are Perla et al. (forthcoming) and König et al. (2016). Hopenhayn and Shi (2017)
incorporate search frictions into a model of learning.
7
Appendix G discusses why including a network in Lucas and Moll (2014) and Perla and Tonetti
(2014) does not admit any interesting dynamics.
8
For an example of how to endogenize the network, see Oberfield (2018).
9
See Carvalho and Tahbaz-Salehi (2019) for a survey.
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technologies. Moreover, the above mentioned papers study networks based on trade
flows of intermediate goods while, in my model, the network represents the network of
idea flows which could indeed be based on trade flows, but could, for instance, also be
based on geography or movements of workers. Acemoglu et al. (2016a) find that the
historical network based on patent citations has a strong predictive power on innovation
and Jaffe et al. (1993) find that patent citations are correlated with geographic distance.
As these papers study patents, they focus on technology improvements at the frontier
and not on those that are far behind in the productivity distribution which constitutes
the focus of the present paper.

2

Model

Time is continuous and there is a continuum of infinitely-lived agents which differ in
their productivity level Z. The focus of this paper is on how productivity evolves over
time. An agent’s productivity can increase in two ways: i) through innovation and ii)
through learning an existing technology. The decision to learn will be endogenously
determined whereas innovation will be exogenous.10 The learning and innovation
processes are governed by some parameters, which I specify momentarily. I allow these
parameters to vary across agents. Some agents are good at learning and others are good
at innovating. However, the variation in these learning and innovating parameters
across agents is assumed to be limited such that there are N different types of agents
and all agents of the same type share the same parameter values. N is finite and types
are indexed by n. Each type is assumed to consist of a continuum of agents. Then,
the network is specified at the type level. The network is important for the learning
decision. Agents of a type have the option to learn from the (types of) agents they are
directly connected to (i.e., from their first-degree connections).
Suppose that income equals productivity and that agents discount expected future
streams of income minus payments of the learning costs Θn (t) by ρ such that utility of
an agent of type n at time t with productivity level Z equals
Z
Un (t, Z) = Et

∞

e

−ρ(τ −t)

[Z(τ ) − Θn (τ )1learning (τ )] dτ | Z(t) = Z


.

t

With abuse of notation, the learning costs Θn (t) only need to be paid when one decides to
R∞
learn, which is indicated by the indicator function and is such that t Θn (τ )1learning (τ )dτ =
P
k Θn (tk ) when one decides to learn at times tk .
10

I do not endogenize innovation because the network will only have a limited effect on innovation. If
innovation is endogenous, it are mainly the most productive agents that are willing to innovate because
the value of learning is close to zero for them (see Benhabib et al., 2017). The network has an effect on the
learning value only and does, therefore, not affect the innovation decision of the most productive agents
which is what is relevant for aggregate outcomes.

6

Innovation
Innovation is modeled as follows. There are two innovation states i ∈ {l, h}; a low
innovation state l and a high innovation state h. Agents switch from one state to the
other following a continuous-time Markov process with transition intensities λln > 0 for
transitioning from state l to state h and λhn > 0 for the opposite transition. Productivity of
agents in state h grows at the rate γn whereas those in state l have a constant productivity
level. Types with a high λln and a low λhn are ‘innovative’ types since a relatively large
number of agents of these types will be in the high innovation state.
The reason for modeling innovation this way is the following. First of all, new
technologies need to be invented to make it worthwhile to pay the learning cost. Second,
in order for there to be a mass of agents adopting in equilibrium there need to be
some agents falling back relative to the frontier. This are the agents that are in the low
innovation state. If all agents would be in the high innovation state and if γn would be
the same across types, no agents would be adopting in equilibrium.11
Vni (t, Z) denotes the continuation value function, which is the value of continuing
to produce at the current productivity level (i.e., the value of not learning), of an agent
of type n in innovation state i at time t with current productivity Z. The Bellman
equations are as follows for being in states l and h, respectively (see Appendix A for the
derivation):


ρVnl (t, Z) = Z + λln Vnh (t, Z) − Vnl (t, Z) + ∂t Vnl (t, Z) ,


Z + λhn Vnl (t, Z) − Vnh (t, Z) + ∂t Vnh (t, Z) + γn Z∂Z Vnh (t, Z) ,
ρVnh (t, Z) = |{z}
| {z }
{z
}
{z
} | {z } |
|
Flow value

Profits

Gains/losses from transitioning
to other innovation state

Capital
gains

(1)
(2)

Gains from
innovating

where ∂x denotes the partial derivative with respect to variable x which will later on also
be indicated by a prime when a function is univariate. The Bellman equation equates
the flow value to the instantaneous profits, plus the gain/loss from transitioning to the
other innovation state, plus the increase in the value function over time, plus the value
from productivity growing at rate γn when in the high innovation state. Note that these
equations do not depend on the other types and therefore, for each type, this is a system
of two equations and can be solved for each type separately.
Denote the mass of type-n agents with productivity less than Z and in innovation
state i at time t by Φin (t, Z). The technology frontier of a type is the highest productivity
available for that type: Z n (t) ≡ sup{support{Φln (t, ·)}, support{Φhn (t, ·)}}. Furthermore,
the maximum of support is equal across both innovation states since, due to the assump11

Appendix H discusses geometric Brownian motions as an alternative stochastic process for modeling
innovation. The results are similar to the Markov process. However, one difference is that the density
turns out to be discontinuous in the case of a GBM whereas it is continuous in the case of the Markov
process.
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tion of a continuum of agents, a continuum of agents will transition from one state to the
other in each period of finite length, including agents at the frontier. For simplicity, suppose that the mass of agents of a type equals 1 such that Φln (t, Z n (t)) + Φhn (t, Z n (t)) = 1.
Denote the minimum of support by Mni (t), which is the largest productivity such that
Φin (t, Mni (t)) = 0. Furthermore, denote the distribution unconditional on state i as
Φn (t, Z) ≡ Φln (t, Z) + Φhn (t, Z).

Learning
Besides innovating, an agent can also increase its productivity by learning and adopting an existing technology from another agent. When an agent decides to adopt, it
has to pay a learning cost Θn (t) and will draw one of its first-degree connections at
random.12 Learning is assumed to be perfect, meaning that if this connection has a
higher productivity than its own, it adopts the technology and its productivity will
instantaneously jump to this productivity level. To obtain the results in this paper, it is
not important that the learning technology is perfect but it is important that the gains
from learning are increasing in the productivity gap, which is consistent with what is
found in Nix (2016), Akcigit et al. (2018), Jarosch et al. (forthcoming) and Herkenhoff
et al. (2018). Furthermore, random draws are consistent with the assumption that agents
know the distribution of productivity across their connections but do not exactly know
the productivity of each of their connections individually.13
Given the complexity of the system, I use a mean-field approximation which is a
standard technique in the networks literature. That is, I assume that all agents of a
certain type are connected to the same types of agents and that they are matched with
the actual productivity distribution. A type-n agent that decides to learn will draw
a productivity Ẑ from the learning distribution Φ̂n (t, Ẑ), which is the probability that
the productivity drawn is less than Ẑ. This learning distribution is a mixture of the
productivity distributions of the neighboring types and is the same for all agents within
a type.14 I will define the learning distribution more formally momentarily.
An agent decides to learn once the continuation value falls below the value of
learning, where the value of learning equals the expected value of the continuation value
associated with the productivity level drawn minus the learning cost. The continuation
value function is increasing in productivity while the value of learning is independent
of the productivity level of the learning agent. This implies that only those below a
reservation productivity Mna (t) will decide to learn. Furthermore, because learning is
12

I also sometimes refer to the learning cost as an adoption or search cost.
This would, for instance, be the case if a connection represents a weak tie. There is evidence that a
substantial amount of learning goes through weak ties (Granovetter, 1973).
14
The latter is not restrictive since if, within a type, different agents are connected to different types
of agents, this type can be split up into multiple types such that all agents of a type have the same
connections.
13
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instantaneous, the minimum of support will be equal to the learning threshold (i.e.,
Mna (t) = Mn (t)). Hence, only the least productive of a type at a point in time will be
learning since they have the most to gain from learning. At the optimal reservation
productivity (i.e., Mn (t)), an agent must be indifferent between continuing to produce at
its current productivity level and learning. This is summarized by the value matching
condition,
Vni (t, Mn (t))
|

{z

}

Value (of not learning)
at threshold

Z
=

Z(t)

Vnl (t, Ẑ)dΦ̂n (t, Ẑ) − Θn (t) ,
| {z }
M (t)
| n
{z
} Learning
Gross learning value

∀n .

(3)

cost

Here, I have, for simplicity, assumed that a learning agent will be in the low innovation
state after learning. In what follows, I take the learning costs to equal ξn Mn (t). This
represents that learning is disruptive to the production process and hence leads to a
temporary loss of income. Moreover, this ensures that the learning cost is growing at
the same rate as Mn , which turns out to equal the growth rate of the economy. That the
learning costs grow at the same rate as the economy does is needed to ensure a balanced
growth path.
Furthermore, note that I have omitted the innovation state superscript i on the
minimum of support term (i.e., Mn and not Mni ) because the minimum of support is
equalized across innovation states. To see this, first note that the net learning value (i.e.,
the gross learning value minus the learning cost) does not depend on the innovation
state of the learning agent. Furthermore, it turns out that the value functions at Mn (t)
are equalized across innovation states (see the proof of Proposition 1 in Appendix C).
Therefore, the learning thresholds are equalized across innovation states.
The Network Equation (3) shows that the more likely to draw a high productivity Ẑ
the larger the gross learning value and, therefore, the larger the reservation productivity.
Thus, the decision to learn depends on the productivity of an agent’s connections and,
therefore, on the network. The network is specified at the type level and I will therefore
also refer to types as nodes. Denote the set of types by N = {1, . . . , N } and let H denote
an N × N matrix representing the links between agents. The graph (or network) is
denoted by (N , H). As I will not vary N , I will usually refer to H as being the network.
An entry hij = 1 when type i is connected to j and zero otherwise. The network can
be directed, meaning that hji does not necessarily need to equal hij . Define the degree,
di , of type i as the number of types to which type i is connected, including a possible
P
connection to agents of the same type (i.e., di = j hij ). Define the entries of the N × N
h
learning matrix A as aij = diji , which is the probability that a learning agent of type i
learns from an agent of type j. By the definition of di , the rows of A sum to one which
means that a learning agent will meet exactly one other agent (A is row stochastic).
An alternative modeling choice would have been that the number of draws increases
9

in the degree, and that the agent adopts the highest productivity drawn. There are two
reasons for not pursuing this approach. The first reason is that this is a growth model and
in order to obtain a stationary system of equations, the economy needs to be normalized
with a factor that is growing at the same rate as the economy. This normalization factor
should not depend on the network in order to ensure that productivity distributions can
be compared across networks, which is the aim of this paper. As I will show in section 3,
this is ensured when the number of draws does not depend on the network but is not
ensured when the number of draws does depend on the network. The second reason is
that the main result of the paper is that more dense networks (with a higher average
degree) lead to a higher TFP by increasing learning effort. Showing that this is the case
even when the number of draws is independent of the degree highlights the role of
learning effort, and distinguishes this paper from the existing networks literature. If
the number of draws were to depend on the number of links, the relationship between
network density and TFP would be even stronger.
Furthermore, I assume that there is directed search in the sense that learning agents
will only draw agents with a productivity that is at least as high as the minimum of
support of their own type Mn (t). This is consistent with Jarosch et al. (forthcoming)
who find that having less-productive connections does not hinder learning from others
through congestion. This leads to the following truncated distribution Φ̂n (Ẑ) from
which a learning agent draws,
P
Φ̂n (Ẑ) =

anj
P



j

j


Φj (Ẑ) − Φj (Mn )

anj (1 − Φj (Mn ))

,

where I have omitted the time subscripts for notational simplicity. It turns out to be
convenient to write the model in matrix-vector notation. Define the CDF Φ(Z) as a
column vector where the n-th element represents Φn (t, Z) and similarly for the learning
distribution Φ̂(Ẑ). This leads to,
1 − Φ̂(Ẑ) = X

−1




A 1 − Φ(Ẑ) ,

(4)

where 1 is a column vector of which each entry equals 1. Equation (4) says that the
probability that an agent draws a productivity larger than Ẑ (i.e., 1 − Φ̂(Ẑ)) equals the
mass of agents with a productivity larger than Ẑ (i.e., 1 − Φ(Ẑ)) times the learning
matrix A times X −1 where X is an N × N diagonal matrix taking care of the truncation.
Thus, the n-th diagonal entry of X equals the probability that a learning agent of type n
would draw a productivity larger than Mn in case the learning distribution would not
be truncated (i.e., Xnn = an− (1 − Φ(Mn )) where an− represents the n-th row of A).
Equation (4) does not take into account that this is only well defined for type n if
Ẑ ≥ Mn . Therefore, define IẐ≥Mn as the matrix that has a 1 on the n-th diagonal if
10

Ẑ ≥ Mn . Rewriting equation (4), using that A1 = 1 and multiplying by IẐ≥Mn gives


Φ̂(Ẑ) = IẐ≥Mn 1 + X

−1



AΦ(Ẑ) − 1



,

(5)

which ensures that the vector Φ̂(Ẑ) has a zero on the n-th element if Ẑ < Mn .
The assumption that all draws have a productivity at least as high as the minimum
of support of the type of the learning agent can easily be relaxed. However, also this
assumption is needed for the specific application of the model in this paper, namely
comparing aggregate productivity across networks. Relaxing this assumption would
mean that learning agents could draw a lower productivity than their own. If this occurs
they decide to keep their own productivity and it will be optimal for the agent to search
again the next instant. This continues until the agent draws a higher productivity. Due
to adoption being instantaneous, it will still be the case that all agents at the reservation
productivity adopt. However, some agents have to search multiple times and hence
have to pay the search cost multiple times. Therefore, the effective search cost equals
the expected number of draws times the search cost per draw, that is X −1 Θ, where
Θ is a column vector with Θn as the entries. This could easily be incorporated in the
model, but the matrix X will depend on the network, and therefore, the effective search
cost will differ across networks. This will imply that the normalization factor also
depends on the network and will, therefore, not allow me to compare the productivity
distribution across networks.
Having directed search is not necessary for obtaining the result that more dense
networks lead to higher aggregate productivity. The normalization factor is related
to the productivity distribution of the most productive type and it turns out that the
productivity distribution of the most productive type does not depend on the network
in the case of directed search and, therefore, neither does the normalization factor. A
more dense network means that agents (except those of the most productive type) are
more productive and, therefore, in case of no directed search, it would become less likely
for an agent of the most productive type to draw an agent with a lower productivity,
thus lowering the expected number of times one needs to search. Hence, this would
lower the effective search cost for this type and therefore lead to a higher reservation
productivity and a higher TFP. Thus, incorporating undirected search would strengthen
the result that more dense networks lead to a higher TFP.
In this paper, I will only consider connected networks. A network is connected
when all pairs of nodes are connected by some path in the network where a path
between nodes i1 and iK is a sequence of links i1 , i2 , . . . , iK such that hik ik+1 = 1 for each
k ∈ {1, 2, . . . , K − 1}. Having a connected network means that each innovation can
eventually reach all other nodes.
Lemma 1. Suppose that the network is connected, that the maximum of support is finite and
11

that a positive mass of agents of each type is learning, then the maximum of support is equal
across types (Z n (t) = Z(t) ∀n) and grows at γ ≡ maxn γn .
Proof. First show that Z n (t) = Z(t) ∀n. Since for each type, there is a continuum of
agents, there will also be a continuum of agents learning, drawing their productivity
from Φ̂n (t, Ẑ) which has a maximum of support equal to the maximum maximum of
support of the types to which it is connected. As learning is instantaneous, the maximum
of support of a type will be equal to the maximum of support of its connections. The
connections will, in turn, have the same maximum of support as their connections etc.
That the network is connected gives the result.
To show that the growth rate of the maximum of support equals maxn γn , first
suppose that there is no learning. Due to the continuum assumption, there are some
agents that are lucky and are always in the high innovation state while being at the
frontier. Therefore, if there were no learning, the maximum of support would grow at
γn for each type. However, if there is learning, by the previous argument, the maximum
of support is equal across all types at a given point in time and hence, the growth rate
of the maximum of support for each type will be equalized to each other and be equal
to γ ≡ maxn γn .

Evolution of the Distribution
To see how the productivity distribution evolves over time, consider an agent with
a productivity level just above its reservation productivity, and which is in the low
innovation state, such that its productivity is constant over time. As long as this agent
stays in the low innovation state, the gains from learning will increase over time. This
occurs for two reasons. First, the productivity level of those in the high innovation
state grows over time and second, those that are at the reservation productivity will
learn and increase their productivity. Both forces increase the productivity level of
agents from which the original agent can learn, thus increasing the gains from learning,
and once these gains exceed the learning cost, this agent will decide to learn. In other
words, the learning threshold and, therefore, the minimum of support, is growing
over time. Denote its growth rate by gMn (t). Now suppose that this agent would
have been in the high innovation state such that its productivity grows at rate γn and
suppose that gMn (t) ≤ γn , then the reservation productivity is not catching up with the
productivity level of this agent and hence, this agent will not learn as long as it is in the
high innovation state. Only once it transitions to the low innovation state and falls back
far enough relative to the other agents will it decide to learn. Only when gMn (t) > γn
will agents in the high innovation state learn.
Denote by Sni (t) the flow of type-n agents in state i that decide to learn and by
Sn (t) the share of type-n agents that learn unconditional on the innovation state (i.e.,
12

Sn (t) = Snl (t) + Snh (t)). Since only the least productive of a type are learning, the mass
of learning agents of a type is equal to the mass of agents at the minimum of support
times the rate at which the minimum of support increases faster than the growth of
productivity in innovation state i:
Snl (t) = Mn0 (t)∂Z Φln (t, Mn (t)) ,

if Mn0 (t) > 0 ,

Snh (t) = (Mn0 (t) − γn Mn (t)) ∂Z Φhn (t, Mn (t)) ,

if Mn0 (t) − γn Mn (t) > 0 .

The Kolmogorov forward equations describe how the productivity distributions
evolve over time for each n (see Appendix B for the derivation):

∂t Φln (t, Z)

Learners that draw
productivity below Z

Learners
of type l

Transitioning to/from other
innovation state

{
z
}|
{ z }| { z
 }|
h h
l l
l
l
h
= λn Φn (t, Z) − λn Φn (t, Z) − Sn (t) + Φ̂n (t, Z) Sn (t) + Sn (t) ,

∂t Φhn (t, Z) =λln Φln (t, Z) − λhn Φhn (t, Z) − Snh (t) − γn Z∂Z Φhn (t, Z) .
{z
}
|

(6)
(7)

Innovation

The change in the mass of agents with a productivity below Z in state l of type n equals
the flow of agents transitioning from the high innovation state to the low innovation
state (at the rate λhn ) and having a productivity below Z, minus the flow of agents with
a productivity below Z that transition from the low to the high innovation state (at the
rate λln ), minus those that learn (recall that it are only the least productive that decide to
learn), plus those that learn and draw a productivity below Z (according to Φ̂n (t, Z)).
The equation for the evolution of the CDF of the high innovation state is similar except
that the last term is omitted because I have assumed that learning agents will be in the
low innovation state after learning. Furthermore, there is an extra term that takes into
account that productivity grows at the rate γn . Different from the Bellman equations,
the Kolmogorov forward equations for a type n depend on the other types through
Φ̂n (t, Z). Hence, this is a system of 2N coupled differential equations.
Finally, the learning decision problem is equivalent to an optimal stopping time
problem and, therefore, the following smooth pasting conditions must hold as well:
∂ Z Vnl (t, Mn (t)) = 0

if Mn0 (t) > 0 ,

∂ Z Vnh (t, Mn (t)) = 0

if Mn0 (t) − γn Mn (t) > 0 ,
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∀n ,

(8)
∀n .

(9)

3

Balanced Growth Path

The previous section has outlined the model. In this section, I will solve for the (competitive) balanced growth path equilibrium defined as follows.15
Definition 1. Recursive Competitive Equilibrium
A recursive competitive equilibrium consists of distribution functions Φin (t, Z), value functions
Vni (t, Z), learning reservation productivity functions Mn (t) and initial distributions Φin (0, Z)
such that
1. Given Φin (t, Z), Mn (t) are the optimal learning reservation productivity functions and
Vni (t, Z) are the associated value functions;
2. Given Mn (t), Φin (t, Z) fulfill the Kolmogorov forward equations subject to the initial
condition Φin (0, Z);
Definition 2. Balanced Growth Path Equilibrium
A balanced growth path equilibrium is a recursive competitive equilibrium such that aggregate
output and the reservation productivities grow at constant rates. The productivity distribution
functions are traveling waves: Φin (t, Z) = Φin (0, Ze−gZ t ) where gZ is the growth rate of each
quantile of Φn and equal across types.
Lemma 2. On a balanced growth path the growth rate of the reservation productivities equals
the growth rate of average productivity.
Proof. This follows directly from the definition of a balanced growth path, namely that
the productivity distribution is a traveling wave.
Denote the growth rate of aggregate productivity by g, which equals gZ on a balanced
growth path by Lemma 2. Because each quantile of the productivity distribution grows
at the rate g, also the minima of support Mn (t) grow at the rate g. Therefore, to determine
the growth rate it is only needed to determine the growth rate of Mn (t). First, suppose


that the support Mn (t), Z(t) is of finite length in equilibrium. Then, since all quantiles
grow at the same rate and the maximum of support grows at the rate γ by Lemma 1,
the minimum of support will also grow at the rate γ. Hence, there is a unique constant
growth rate consistent with balanced growth if there is finite support. However, if the
support of the productivity distribution is infinite, i.e. Z(t) = ∞, then this is no longer
the case and g can differ from γ. The productivity frontier Z(t) can be infinite due to
initial conditions or as an equilibrium outcome. The case with unbounded support as
initial condition is studied by Lucas and Moll (2014) and Perla and Tonetti (2014), who
show that in such a case, even without innovation (so γ = 0), there can still be growth,
15

Note that agents, when deciding whether to learn, do not internalize that other agents might learn
from them in the future, thereby providing an externality.
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thus essentially g > γ. In what follows, I will assume that the support is of finite length
as initial condition, so this case will not occur. However, even with finite initial support,
the economy can still converge to an equilibrium with infinite support. It turns out
that this will indeed be the case here. Moreover, Benhabib et al. (2017) show that in
this case there are multiple equilibria with g ≤ γ. However, this result is knife-edge in
the sense that it will only appear if the length of the support goes to infinity. Adding
Schumpeterian forces to the model will, in fact, ensure that the support will be bounded,
leading to a unique equilibrium with g = γ.
Finally, when g < γ, the network does not affect the growth rate. This can be seen
as follows. In equilibrium, the productivity distribution has a Pareto tail that is the
same for each type and the growth rate is increasing in the thickness of the Pareto tail
(Benhabib et al., 2017). Suppose that the economy is in equilibrium and that the network
is changing. This will not affect the learning distribution of the most productive type
due to directed search and will therefore not change the learning decision of this type.
Hence, this type will still be in equilibrium and the thickness of the Pareto tail is not
affected by the network, thus making that the growth rate is not affected either. The
focus of this paper is on how the network affects aggregate productivity. As the network
does not affect the growth rate, I will only study the equilibrium with g = γ in order to
keep the model as simple as possible.

Normalization
A stationary system of equations is needed in order to solve the model. In order to
achieve this, I normalize productivity using a normalization factor that grows at the
same rate as the economy. As the goal of this paper is to compare the effect of the
network on aggregate productivity and because I will only be able to solve for the
stationary system of equations and not for the normalization factor, it is necessary
that the normalization factor does not depend on the network. These two conditions
are fulfilled when the normalization factor is the reservation productivity of the type
with the largest reservation productivity, which is denoted by M (t) = maxn Mn (t). By
Lemma 2, this quantity grows at the same rate as the economy and, as I will show
momentarily, it does not depend on the network. All other reservation productivities
turn out to depend on the network and would therefore not be adequate. Normalized
productivity z becomes

z = log

Z
M (t)


.

z can be negative

 for types that do not have the largest reservation productivity. Define
Mn (t)
αn = log M (t) as the minimum of support of the normalized distribution for each type.
15

On a balanced growth path this will be independent of time since
 on a balanced growth
Z(t)
path Mn (t) and M (t) grow at the same rate. Define z = log M
, the normalized
(t)
maximum of support. Furthermore, define the normalized productivity functions Fni
and value functions vni as



Z
=
t, log
≡ Φin (t, Z) ,
M (t)



Z
V i (t, Z)
i
i
vn (t, z) = vn t, log
≡ n
,
M (t)
M (t)

Fni (t, z)

Fni

such that these do not depend on time on a balanced growth path. The productivity
distribution unconditional on the innovation state is denoted by Fn = Fnl + Fnh . When
the index n is omitted, F (t, z) denotes a column vector where the n-th entry is Fn (t, z).
Thus, F (t, αn ) is a vector of which the k-th entry is the CDF of type k evaluated at αn :
Fk (t, αn ). On a balanced growth path, all time derivatives will be set to 0 and we can
omit all time indices. The normalized system of equations looks as follows (for each
type n):16
0 = g∂z Fnl (z) − λln Fnl (z) + λhn Fnh (z) + (Snl + Snh )F̂n (z) − Snl ,

(10)

0 = (g − γn )∂Z Fnh (z) − λhn Fnh (z) + λln Fnl (z) − Snh ,

(11)

0 = Fnl (αn ) = Fnh (αn ) ,

(12)

1 = Fnl (z) + Fnh (z) ,

(13)

Snl = g∂z Fnl (αn ) ,

if g > 0 ,

Snh = (g − γn )∂z Fnh (αn ) ,

(14)

if g > γn ,

(15)

(ρ − g)vnl (z) = ez − g∂z vnl (z) + λln vnh (z) − vnl (z) ,

(16)

(ρ − g)vnh (z) = ez − (g − γn )∂z vnh (z) + λhn

(17)



∂z vnl (αn ) = 0 ,


vnl (z) − vnh (z) ,

if g > 0 ,

(18)

∂z vnh (αn ) = 0 , if g > γn ,
Z z
vnl (ẑ)dF̂n (ẑ) − ξn eαn ,
vn (αn ) =

(19)
(20)

αn


F̂ (z) = Iz≥αn 1 + X −1 (AF (z) − 1) .
16

(21)

The following equations are useful when normalizing:



Z
i
0
dF
t,
log
i
n
∂Fni (t, z) ∂Fni (t, z) M (t)
∂Φn (t, Z)
M (t)
=
=
−
,
∂t
dt
∂t
∂z
M (t)
∂Φin (t, Z)
dFni (t, z) dz
dFni (t, z) 1
=
=
,
∂Z
dz dZ  dz Z
0
 0 
dM (t)vni t, log MZ(t)
∂Vni (t, Z)
∂v i (t, z)
∂v i (t, z) M (t)
=
= M (t) vni (t, z) + M (t) n
− M (t) n
.
∂t
dt
∂t
∂z
M (t)
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Equations (10) and (11) are the Kolmogorov forward equations that state the conditions guaranteeing that the productivity distribution is time-invariant in equilibrium.
Equations (12) and (13) say that the CDF is 0 at the minimum of support and 1 at the
maximum of support for each type. The share of agents learning equals the mass of
agents at the reservation productivity times the growth rate of the economy relative to
productivity growth when innovating (equations (14) and (15)). Equations (16) and (17)
are the Bellman equations. Equations (18) and (19) are the smooth pasting conditions.
Equation (20) is the value matching condition that states that at the reservation productivity αn an agent is indifferent between adopting and not adopting. Finally, equation
(21) gives the expression for the normalized learning distribution. Equations (10)-(20)
hold for each type while equation (21) is in matrix-vector notation.
As explained above, I will solve for the equilibrium in which g = γ. Furthermore, for
simplicity, I set γn equal to γ for each type. This means that agents in the high innovation
state will not learn in equilibrium as those agents are not falling back relative to the
reservation productivity. Hence, Snh = 0, Sn = Snl , and the smooth pasting condition
for the high innovation state will not be needed. In what follows I assume, without
loss of generality, that the types are ordered based on their minimum of support (i.e.,
α1 ≤ α2 ≤ . . . ≤ αN = 0).
Proposition 1. Suppose that assumption 1 holds and ρ > g then the balanced growth path
equilibrium with g = γ has the following productivity distribution functions for the intervals
indexed by k = 1, . . . , N − 1,17
1

F (z) = 1 − e− g SX

−1 I

1

Y

k ΛA(z−αk )

1

e− g SX

−1 I

j ΛA(αj+1 −αj )



1,

if αk ≤ z < αk+1 , (22)

j=k−1

|

{z

}

1−F (αk )
l

where Λ is a diagonal matrix with 1 + λλnh forming the diagonal entries, S is a diagonal matrix
n
with Sn forming the diagonal entries and Ik are matrices where the first k diagonal elements are
1 and the other elements are zeroes. For the final interval
1

Y

µ

F (z) = 1 − e− g z

1

e− g SX

−1 I

j ΛA(αj+1 −αj )



1,

if 0 = αN ≤ z ≤ z ,

(23)

j=N −1

|

{z

1−F (αN )

17

}

The products in this proposition are products of matrices and therefore the order of taking the
Q1
product matters. The order is indicated by the subscript. For example, j=k−1 Dj = Dk−1 Dk−2 . . . D1 .
Q1
Furthermore, j=0 (·) = I.
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with
r
1 − νN +

(1 − νN )2 + 4

µ=g

2

1
ξN + ρ−g

ξN

νN
(24)

,

(ρ − g)λ̄n
,
g
λln
λ̄n =
+ 1,
ρ − g + λhn
νn =

and z → ∞. The value functions are
λ̄n
1
ez +
e−zνn +αn (νn +1) ,
(ρ − g)(νn + 1)
g + (ρ − g)λ̄n
z
h l
e + λn vn (z)
vnh (z) =
.
ρ − g + λhn
vnl (z) =

Sn and αn are such that
SX −1 ΛA (1 − F (αN )) = µ (1 − F (αN )) ,
Z ∞
eαn
l
h
vnl (ẑ)fˆn (ẑ)dẑ − ξn eαn ,
=
vn (αn ) = vn (αn ) =
ρ−g
αn
which implies SN =

(25)
∀n ,

(26)

µ
.
1+λ̂N

Proof. See Appendix C.
Proposition 1 shows that in a balanced growth path equilibrium, the normalized
frontier converges to infinity as time goes to infinity. Note that in the expressions for
the CDF (equations (22) and (23)), the matrix exponential shows up whenever there is
a matrix (i.e., a capital letter) in the exponent of the exponential function. The matrix
exponential is the exponential function applied to a matrix, of which the result will be a
matrix.18 In contrast to the scalar exponential, the matrix exponential does not necessarily only have positive elements. Taking the derivative of equation (22) with respect to z
gives that the equilibrium density function is a matrix exponential multiplied by a positive vector and, therefore, the pdf could be negative for a general matrix exponential.19
To ensure that the pdf will be non-negative on the entire domain,
an extra condition
 1 −1

Q1
− g SX Ij ΛA(αj+1 −αj )
has to be fulfilled. This condition is that the vector j=N −1 e
1 is
−1
an eigenvector of the matrix SX ΛA (see Lemma 3 in Appendix C). Equation (25) in
Proposition 1 ensures that this condition is met and µ is the associated eigenvalue. Then,
as a result, by the properties of the matrix exponential, the matrix exponential can be
2

3

Suppose that D is a matrix, then the matrix exponential is defined as eD = I + D + D2! + D3! + . . ..
19
To see that this vector is positive, note that all entries of the matrices S, X, Λ and A are non-negative
as are the entries of 1 − F (αk ).
18

18

replaced by the scalar exponential in the expression for the CDF on the last interval (i.e.,
z ≥ αN = 0).20 This is done to obtain equation (23) and leads to the following result.
Corollary 1. The distribution of (unnormalized) productivity has a (right) Pareto tail for each
type and the shape parameter is the same for each type and does not depend on the network.
Proof. This follows directly from equation (23). The shape parameter is µg .
A Pareto tail is consistent with the observed distributions of firm size and income
(see, e.g., Luttmer (2007) and Gabaix et al. (2016), respectively). The shape parameter
of the Pareto tail does not depend on the network. It depends on γ, ρ, ξ, λl and λh of
the type with the highest reservation productivity.21 From equation (24) it follows that
the shape parameter is decreasing in the learning cost ξN . An increase in the learning
cost leads to a thicker Pareto tail because, in equilibrium, there need to be more highly
productive agents to ensure that agents of type N are willing to pay the increased
learning cost ξN .
In the right tail (i.e., z ≥ 0), the pdf is the same for each type up to a multiplication
factor. This multiplication factor is the mass of agents of a type with a productivity
above 0, such that
fn (z) =

µ − µg z
e
(1 − Fn (0)) ,
g

if z ≥ 0.

Recall that the n-th entry in X equals an− (1 − F (αn )), then the learning pdf for type N
becomes
µ µ
fˆN (ẑ) = e− g ẑ ,
g

if ẑ ≥ 0 .

The learning distribution and hence the learning decision of type-N agents is independent of the network. This is because for a type-N agent, it does not matter from which
type it learns, since from the perspective of that agent (i.e., only considering agents with
20

Suppose that v is the eigenvector of matrix D with the associated eigenvalue µ. Then,




D3
µ2
µ3
D2
D
+
+ ... v = 1 + µ +
+
+ . . . v = eµ v .
e v = I +D+
2!
3!
2!
3!
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The network does not affect which type has the highest reservation productivity. To see this, suppose
that the two types with the largest reservation productivity are the same except that one has a lower λh
and/or a higher λl such that this type has more agents in the innovation state, call this type-I and the
other type-II. It can be verified that this makes that vnl (z)/eαn is larger for type-I, and hence by equation
(26) type-I must have a larger reservation productivity than type-II. The only way in which it is possible
for type-II to get a higher reservation productivity is that its position in the network is ‘better’ than for
type-I (in the sense of being more likely to learn from a high productive type). But due to all types having
the same Pareto tail, this is not possible and therefore, no matter what the network is, type-I will always
have the highest reservation productivity.
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a productivity above 0), all types are statistically the same since productivities follow
the same Pareto tail.
Proposition 2. The network does not affect the normalization factor max Mn (t).
Proof. See text above.
That the network does not affect the the normalization factor allows me to compare
the productivity distributions associated with different networks. As discussed above,
when changes to the network would change the effective learning cost or the number
of draws from the learning distribution this condition is violated. As an example of
when the network affects the normalization factor, suppose that the number of draws

d
equals the number of links d an agent has, such that the learning CDF becomes F̂ (ẑ) .
Then, more links would make it more likely to meet a high productive agent, and would
therefore increase the reservation productivity of the most productive type, and thus
the normalization factor.
Finally, αn and Sn need to be solved numerically such that equations (25) and (26)
hold and once these variables are known, the distribution can be calculated directly
using equation (22) (see Appendix F for details on the numerical algorithm).

Discussion
Having solved the model, I now discuss how the network affects the equilibrium
distribution.22 Here, I study networks with only two nodes in order to highlight the
mechanisms present in the model and hence, changes to the network will only be on
the intensive margin. This is an illustration of the working of the model. In the next
section, I study networks with more nodes and do a serious calibration.
For now, suppose that the growth rate is γ = 0.02 and the discount rate is ρ = 0.03.
Furthermore, take the learning cost and the transition rate from the high to the low
innovation state to be the same for both types (ξ1 = ξ2 = 25 and λh1 = λh2 = 2) and
that type-II agents are more likely to transition from the low innovation state to the
high innovation state such that more type-II agents are in the high innovation state as
compared to type-I agents (λl1 = 0.5 and λl2 = 0.8). This ensures that type-II has a higher
reservation productivity and hence that the second row of A will have no effect on
equilibrium outcomes. I vary the intensity at which type-I agents learn from type-I and
type-II agents. Figure 1 shows the pdf of normalized productivity z for four different
cases of the learning matrix. In the first panel, a type-I agent that decides to learn has
a 95% probability of meeting a type-I agent and a 5% probability of meeting a type-II
agent. In the second panel, the probability of meeting a type-II agent increases to 80%,
22

See Appendix D for how the learning cost and the transition intensities between the low and the high
innovation states affect the productivity distribution.
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Figure 1: Pdf of normalized productivity z when having two types and the probability that a type-I agent
learns from a type-II agent is (a) 5%, (b) 20%, (c) 50% and (d) 95%.

in the third panel the probability is 50/50 and in panel (d) there is only a 5% probability
that a type-I agent meets an agent of its own type. The change of the learning matrix
has three effects.
The main effect is on the learning reservation productivities. When type-I agents
have a high probability of meeting an agent of their own type, the value of learning is
low because type-I agents are relatively unproductive (due to being less likely to be
in the high innovation state). Therefore, agents wait with paying the learning costs
until they have fallen back far enough relative to the other agents such that, in expected
value, their productivity will increase enough to make it worth paying the learning
costs. That is why in panel (a) the least productive of type I are much less productive
than the least productive of type II. As it becomes more likely to meet a relatively high
productive type-II agent (panels (b) through (d)), the gains from learning become larger
and agents of type I do not need to fall back as far to be willing to learn. Through
its effect on the reservation productivities, the learning matrix affects inequality and
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aggregate productivity. In panel (d), low productive agents have decided to learn,
leading to higher aggregate productivity and less inequality than in panels (a) through
(c).
The second effect is on the share of agents that decides to learn in equilibrium.
Recall that the mass of learners of a type equals the growth rate of the reservation
productivity times the mass of agents at the reservation productivity. First note that
this means that not only the least productive in the economy are learning, which is an
important difference from Perla and Tonetti (2014) and Benhabib et al. (2017). Here,
also the least productive type-II agents are learning, and depending on the network,
these can have quite a high productivity compared to the least productive agents in the
economy. Hence, this model shows that it is possible to have search at the extensive
margin without having only the least productive deciding to learn. Going back to
Figure 1, the growth rate is constant across the four panels and hence, the change in
the mass that learns is proportional to the change in the densities at the reservation
productivities. For type II, the density does not change and hence the mass of type-II
learners is independent of the learning matrix. For type I, the density at the minimum
of support goes down moving from panels (a) to (d). This gives the slightly surprising
result that the more connected type-I agents are with the high productive type of agents,
the lower is the mass of learners in equilibrium, although the effect is quantitatively
small. Moreover, this is not a general result as it does not necessarily hold for other
parameter values. The reason for this is that there are two opposing effects. The first
effect is that if agents get more connected to more productive agents, they become more
willing to learn, thereby increasing the mass of learners. However, this also increases
the reservation productivity and, therefore, increases the opportunity cost of learning
which has a negative effect on the mass of learners. Thus, overall, the main effect is that
the productivity distribution shifts to the right.
The third and final effect of the learning matrix on the distribution is that when
type-I agents are less likely to meet an agent of their own type, the more flat the pdf
becomes in the region [α0 , α1 ). The reason for this is rather technical. For the distribution
to be in equilibrium, the inflow of agents at the normalized productivity level z must be
equal to the outflow at that productivity level. The outflow consists of the agents falling
back relative to the minimum of support at the rate g times the slope of the pdf.23 The
inflow is those that are learning and drawing a productivity z. If the learning matrix
becomes such that agents of type I are less likely to meet an agent of type I, the inflow
will fall on [α0 , α1 ). Hence, in equilibrium, the outflow must also fall, meaning that the
slope of the pdf has to become smaller.
Finally, with the current model, it is easy to generate a hump-shaped productivity
23

It is the slope of the pdf that is relevant because those just above z will flow to z whereas those at z
will flow to just below z. Hence the difference in the pdf between z and z + ε defines the net outflow.
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Figure 2: (a) Pdf of normalized productivity z of the entire economy and (b) histogram of those that are
adopting when there is only variation in learning costs across types.

distribution with a Pareto tail. One easy way of achieving this is to have the learning
cost vary across types while holding all other parameters fixed. The first panel of
Figure 2 shows the hump-shaped density across all nodes when there are 50 nodes with
a complete network and the learning costs are uniformly distributed between 20 and
30. This resulting distribution is different from the models in Perla and Tonetti (2014)
and Benhabib et al. (2017), which have the feature that the productivity distribution is
downward sloping. The second panel shows the distribution of productivity of those
that are adopting. As already noted above, it are not only the least productive in the
economy that are adopting.

4

Results

The previous section has highlighted the mechanisms of the model. However, since
there were only two nodes, all nodes were connected to each other and, therefore,
changes to the network did only reflect changes in the intensity at which agents met
agents of the other type. In this section, I study economies with more than two nodes
and test how different network properties affect the distribution of productivity and
hence aggregate TFP.
To study the effect of the network, nodes need to differ ex ante, which is achieved by
having heterogeneity in the innovation intensity. In order to get realistic outcomes, I
estimate the innovation transition intensities using firm-level data. For this purpose,
I interpret each type as an industry.24 The dataset I use is the Amadeus dataset for
France which covers private firms. France is chosen to maximize the number of observations. My analysis uses manufacturing firms for the period 2004-2016. I estimate the
24

See Bernstein (1989) about there being knowledge diffusion across industries.
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λ parameters for each industry as follows. The λ parameters govern at which intensity
firms transition between the two innovation states. Suppose that a firm is in the high
innovation state if its detrended number of employees grows at a rate higher than 5%
between two years, where the detrending is done at the industry level,25 and that it is in
the low innovation state if the growth rate is less than 5%. In this way, I construct a time
series of the innovation state for each firm. Using this time series, I can determine how
often firms transition from one state to the other. Aggregating, I calculate the transition
probabilities at the industry level. For each industry n, I estimate λln and λhn using these
transition probabilities as follows
"

#
"
#!
−λln λln
Pnll Pnlh
= log
,
λhn −λhn
Pnhl Pnlhh

where Pnll is the probability of staying in the low innovation state etc. In the data, I do
not want to mistake an adoption for an innovation. As it are only the low productive
firms that adopt, I calculate the transition probabilities excluding data on firms below
the 25th percentile of the firm size distribution within an industry. There is quite some
heterogeneity in the estimates. The values of λh are in general quite high (ranging
between 1.4 and 3.4), indicating that firms only spent a short amount of time in the high
innovation state, and λl ranges between 0.5 and 1.1 (see Figure 9 in Appendix E).
The remaining calibration is as follows. The productivity growth rate of those in
the high innovation state, γ, is set to 0.02 to target an annual growth rate of 2%. The
discount rate, ρ, is set to 0.03. Finally, the learning costs are set such that the thickness
of the Pareto tail matches the estimated Pareto tail of the firm size distribution. Luttmer
(2007) estimates a Pareto shape parameter of 1.06 for the size distribution.26 However,
this is not directly comparable to the shape parameter in the model (i.e., µg ) as this is the
shape parameter of the productivity distribution and there is not necessarily a linear
mapping between productivity and firm size. Benhabib et al. (2017) show that in a
monopolistic competition model, the tail parameter of the size distribution needs to be
multiplied by the elasticity of substitution between varieties minus one to obtain the
tail parameter of the productivity distribution. Therefore, an elasticity of substitution
of 3 makes that the shape parameter of the tail of the productivity distribution is 2.12.
Targeting µg = 2.12 gives a learning cost of 23.2503 which is taken to be the same for all
types. For the remainder of this paper, this calibration will be used. I replicate each of
25

Employment is used as a measure of productivity for the following reason. Suppose that marginal
costs are proportional to the inverse of productivity. Then a 1% increase in productivity will lead to
a 1% drop in marginal costs. When markups are constant the price will drop by 1% as well. Then, if
the elasticity of demand is larger than 1 (which is the empirically relevant case for most products), the
number of items sold will grow by more than 1% and hence, there is also an increase in labor demand.
26
The Amadeus dataset cannot be used to estimate the tail parameter because it omits the largest
(public) firms.
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the sixteen industries ten times such that each simulated network consists of 160 nodes.

Dense Networks Lead to High Aggregate Productivity and Low Inequality
To study the role of different network properties, I first focus on the role of network
density, which is the proportion of potential links that are actual links. For this purpose,
I draw networks randomly where the probability of a link forming between two nodes
is independent of each other (i.e., an Erdös-Rényi random network). I assume that the
network is undirected which means that learning is symmetric; if there is a link between
two nodes, both nodes can learn from each other. In addition, all agents are assumed to
also be able to learn from agents of their own type. To summarize, the network matrix h
has the following properties: hii = 1 and hij = hji where the probability that hij = 1 is p.
To create variation in the density of the network I vary p. If p is high, many links
will be formed such that the network density is high while a low p implies a sparse
network. I also refer to dense networks as networks with a high average degree. I only
consider networks that turn out to be connected. For each simulated network, I solve
for the equilibrium distribution of productivity using the numerical algorithm outlined
in Appendix F. The first panel of Figure 3 shows the relationship between network
density and TFP across networks, and the second panel shows the relationship between
density and the variance of log productivity. When calculating network density, the
links between agents of the same node are not included. TFP is the average productivity
P R
across agents: N1 n ez dFn (z). In all graphs, I normalize TFP such that the average
TFP within a graph equals 1.
Each dot in Figure 3 represents a different network. There is a positive relationship
between network density and TFP and a negative relationship with inequality.27 The
return to adding more links is high for sparse networks but decreases sharply as the
average degree increases.28 The reasons for the signs of these relationships is that as
the network gets denser, the more agents are connected to the highly productive agents.
This leads to less dispersion in the gains from learning across types and, therefore, this
leads to less dispersion in reservation productivities. This lowers inequality and as the
most productive type is not affected, this also increases aggregate productivity.
Something else that is shown by Figure 3 is that the variation of TFP across simulations is larger for sparse networks than for dense networks. The reason for this
27

The relationship between network density and income after subtracting the learning costs from
productivity is identical.
28
The effect of increasing the number of links for societies with a sparse network is, in fact, larger than
what is suggested by Figure 3. To construct Figure 3 I required the network to be connected for each
simulation. When there are only a few links, it is likely that the network is not connected and, in that
case, if an innovative type were isolated, TFP would be lower.
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Figure 3: Relationship between network density and (a) TFP and (b) the variance of log productivity for
simulated Erdös-Rényi random networks. Network density is the proportion of potential connections
that are actual connections. Each data point represents a simulation and the line represents the best fit
according to a local linear regression.

is that when there are few links, it is important how the types are distributed across
nodes. When a highly innovative type is centrally located, TFP will be large because
all nodes connected to this node will have a high reservation productivity. These are
the networks located at the left top of the figure. At the left bottom are the sparse
networks in which the low innovative types happen to be centrally located, leading to
low reservation productivities and a low TFP. When the network is dense, the variation
across simulations is lower because there is less variation in centrality measures across
nodes and, therefore, it matters less how the different types are distributed across nodes.
An issue with simulating Erdös-Rényi random networks is that it does not capture
that the empirical degree distribution tends to have fat tails (see Bernard et al. (2018)
and Price (1965) for the degree distribution among firms and scientific citations, respectively). To test whether this matters for learning effort, I simulate networks using
preferential attachment (Barabási and Albert, 1999) which generates more plausible
degree distributions. The algorithm works as follows. The network starts with m0
nodes and all links between these nodes are present. New nodes are added one-by-one
and they form m links with existing nodes. The probability that a link is formed with an
existing node is proportional to the number of links the existing node already has (this
is why it is called preferential attachment). This ensures that the nodes that were there
from the beginning have many links while nodes that were added at the end only have
a few links. I vary m0 between 3 and 15 and m between 2 and 14 to generate differences
in network density. Figure 4 shows that the resulting relationship between network
density and TFP and inequality is similar to what is found for Erdös-Rényi random
networks, namely a positive effect of network density on TFP and a negative effect on
inequality. When the degree distribution has fat tails, the dispersion across simulations
26
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Figure 4: Relationship between network density and (a) TFP and the (b) variance of log productivity
when networks are simulated using preferential attachment. Network density is the proportion of
potential connections that are actual connections. Each data point represents a simulation.

increases. This is because when there are nodes with many connections, it matters more
how the different types are distributed across the network. If the highly innovative
types happen to be centrally located this leads to a much higher productivity than when
the highly innovative types happen to be in the periphery.

A Low Average Path Length Leads to High Aggregate Productivity and
Low Inequality
Figures 3 and 4 show that higher degree networks are associated with a higher TFP, but
it is still unclear what the importance of different network properties is, since changing
the number of links also affects other network properties. For instance, increasing the
number of links lowers the average path length.
To study the effect of the average path length on the productivity distribution, I
simulate networks in which I vary the average path length while keeping the number
of links constant using the algorithm proposed by Watts and Strogatz (1998). The
algorithm works as follows. Start with a circle network in which each node is connected
to its four neighbors at both sides (so eight links per node in total). Draw a node
randomly and with probability q break up the link with its first neighbor to the right
and form a new link with a randomly drawn node. Do this for all nodes once. Then,
do the same for all nodes again but now break up the link with its second neighbor to
the right with probability q and do the same for the third and fourth neighbor to the
right. The advantage of this algorithm is that it changes the average path length while
keeping the total number of links constant.29 I differ the probability q across simulations
29

The clustering coefficient (i.e., the fraction of neighbors that are directly connected to each other) also
changes.
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Figure 5: Relationship between average path length and (a) TFP and the (b) variance of log productivity
for networks simulated using the Watts and Strogatz algorithm. Each data point represents a simulation
and the line represents the linear best fit.

to create dispersion in the average path length.
Figure 5 shows the resulting relationship between the average path length and TFP
and inequality. There is a decreasing relationship between the average path length and
TFP, while increasing the average path length increases the variance of log productivity.30
When the average path length is low, nodes are closely connected to each other. One
might not be directly connected to an innovative type but with a low average path
length, it is likely that a neighboring node is connected to an innovative type, thus
making this neighboring node more productive due to learning. This, in turn, increases
the gains from learning for the original node. This process increases the reservation
productivities and hence leads to higher productivity and lower inequality.
A low average path length is a property of what is called a ‘small world’ network.31
Duernecker and Vega-Redondo (2018) provide a theory for how ‘small worlds’ develop
and argue that ‘small worlds’ are beneficial for economic growth as they increase the
opportunities for collaboration. My model highlights another positive effect of ‘small
worlds’, namely the enhancement of the diffusion of ideas by increasing the effort
(low-productive) agents put into learning.
Finally, Table 1 projects TFP and inequality on network density and average path
length, and confirms the earlier result that network density has a positive effect on TFP
while the average path length has a negative effect on TFP. However, controlling for the
average path length makes the effect of network density on inequality disappear.
30
The relationship between the diameter, which is the maximum distance between any pair of nodes in
a network, and TFP and the variance is similar.
31
‘Small worlds’ is a typical property found in real world networks (see Travers and Milgram (1969)
for an example).
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Table 1: Effect of network properties on TFP and inequality (variance of log productivity).

Network Density
Average path length
Mean dependent variable
Observations
R2

(1)
TFP
0.24∗∗∗
(0.048)

(2)
Inequality
-0.0068
(0.0046)

-0.013∗∗∗
(0.0011)
1.54
271
0.53

0.0032∗∗∗
(0.00031)
0.23
271
0.68

Robust standard errors in parentheses. Based on simulations of
Erdös-Rényi, Watts-Strogatz and preferential attachment networks.
∗
p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Closeness Centrality is Important for Productivity
In the above I have discussed the effect of network properties on aggregate TFP. Here I
will discuss how the location of a node within the network affects the productivity of
that node. For instance, is it the case that having more connections leads to a higher
productivity? To this end, I construct the following centrality measures that are standard
in the literature. Degree centrality is the degree of a node divided by the maximum
degree possible (159 in this case). Closeness centrality measures the relative distance to
N −1
other nodes: Closenessi = P path
. The shorter the distances the higher closeness
lengthi,j
j
centrality. Eigenvector centrality is the eigenvector of the network h associated with the
largest eigenvalue.32 The eigenvector is normalized such that the sum is 1. Eigenvector
centrality takes into account the centrality of the connections of a node. Bonacich
centrality gives each node a base value equal to the degree of that node and then adds
all nodes that are distance 1 away times b times the base value of those nodes. This
continues subsequently with all nodes that are distance 2 away times b2 times the base
value of those nodes etc. (i.e., Bonacich centrality is (I − bh)−1 h1). I use a value of
b = 0.05.
In addition, I add a centrality measure based on the model. Recall from Proposition 1
that 1 − F (0) is an eigenvector of SX −1 ΛA. 1 − F (0) is a vector where the n-th entry
denotes the share of type-n agents with a normalized productivity above 0. In other
words, the larger an entry in this eigenvector, the more highly productive agents a type
has. Ignoring the equilibrium matrices SX −1 , I propose the eigenvector of ΛA as an
alternative centrality measure. This centrality measure weights connections by their
innovation intensity.
Table 2 shows the results from projecting TFP of each type on the centrality measures.
32

The largest eigenvalue is chosen to ensure that the eigenvector only consists of positive entries (by
Perron-Frobenius).
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Table 2: Effect of centrality measures on TFP of a type

(1)
TFP
-0.0040∗∗∗
(0.00068)

(2)
TFP
-0.0040∗∗∗
(0.00065)

Closeness centrality

0.045∗∗∗
(0.0010)

0.045∗∗∗
(0.00096)

Eigenvector centrality

-0.00045
(0.00044)

-0.00036
(0.00043)

Bonacich centrality

0.00024
(0.00022)

0.00024
(0.00022)

Degree centrality

0.041∗∗∗
(0.00085)

Eigenvector centrality ΛA
Type fixed effects
Mean dependent variable
Observations
R2

X
1.54
43360
0.50

X
1.54
43360
0.56

Robust standard errors in parentheses. Point estimates denote the effect of
a one standard deviation increase. Based on simulations of Erdös-Rényi,
Watts-Strogatz and preferential attachment networks.
∗
p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

The point estimates shown indicate the effect of a one standard deviation increase in the
centrality measure on TFP. Since the eigenvector of ΛA needs more information than
only the network, the first column omits this centrality measure while it is included in
the second column. Furthermore, type fixed effects are included. The closer a type is
to all other types, the higher is its productivity. The reason why closeness centrality
is important for productivity is that a high closeness centrality means that a node
is closely connected to many types and is therefore likely to be connected to some
highly productive types, thereby increasing the learning value. There is a negative
effect of degree centrality on productivity. The reason is that degree centrality is highly
correlated with closeness and eigenvector centrality. Including the centrality measures
separately, all of them have a significant positive effect on TFP. The innovation intensity
weighted eigenvector has a strong positive effect, as should have been expected from
the model.
The results from Table 2 are consistent with what is found in Duernecker et al. (2016).
They construct the country-level network based on trade flows and show that a higher
closeness centrality is positively correlated with economic growth. They argue that to
study the effect of openness, one should not only need to take into account the intensity
of trade with a country’s connections but should also take into account the higher-order
connections (i.e., the full network). Here I provide a theoretical foundation for taking
30
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Figure 6: Relationship between network density and the share of agents learning for simulated ErdösRényi random networks. Network density is the proportion of potential connections that are actual
connections. Each data point represents a simulation.

the network into account when studying the effect of openness on TFP. If only the
first-degree connections had mattered, there would have been no effect of closeness
centrality on TFP, and degree centrality would have been the only significant variable.
Instead I find that having a higher closeness centrality has a large and positive effect on
TFP. One does not only want to be connected to many nodes but ideally, these nodes
are also connected to many other nodes themselves. Increasing closeness centrality by 1
standard deviation increases TFP for that node by 3%.

Share of Agents Learning Unaffected by Network
That denser networks have a larger TFP does not necessarily imply that these networks
have more agents learning in equilibrium, as was already indicated in the discussion
following Figure 1. Figure 6 plots the relationship between the network density and
the share of agents that learn, and although there is a positive relationship, the effect
is negligible. In a network where 30% of the potential links are active, agents are less
than 0.01 percentage points more likely to be learning during a year than in a network
where 3% of the links are formed. At first this seems contradictory to the result that a
dense network has a 5% higher TFP than a sparse network. The reason is that network
density affects the reservation productivity, and in a dense network, agents do not need
to fall back as far to make it advantageous to learn. This leads to a rightward shift of the
productivity distribution of a type and, therefore, it hardly affects the mass of agents
at the reservation productivity, which is what determines the share of agents that are
learning.
This result has implications for empirical studies studying the effect of the network
on diffusion. Suppose that one has a data set where, for each observation, the full
network is known and it is known when agents adopt a new technology. By the
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above result, regressing the share of agents that decides to adopt in a given period on
properties of the network will find a zero effect even though there might be a large effect
of the network on productivity through diffusion. Instead, one could directly look at the
effect of the network on productivity, but this is problematic as the network might be
correlated with productivity for other reasons than diffusion. Therefore, to empirically
study how networks affect diffusion, one needs to focus on economies that are not
in equilibrium and study whether a change in network properties temporarily affects
the share of adopters. However, it is not clear what time horizon one should consider.
Focusing on the instantaneous effect might underestimate the effect of the network as it
takes time to adopt, while using a too long time horizon might also underestimate the
effect as the economy might have already transitioned to the new equilibrium. Thus, it
would be most appropriate too look at the cumulative effect of a change in the network
on adoption.

5

Conclusions

In this paper I study how the decision to learn depends on the network. I find that
the more dense the network is, the higher the learning reservation productivity, thus
leading to a higher TFP and a lower inequality. The effect of adding links is especially
strong in networks with a small number of links. This suggests that in economies where
the network is sparse, TFP and equality could be increased substantially by adding
links to the network. For economies in which the network is already highly connected,
the gains from adding more links are much lower. In addition to the number of links, a
low average path length is beneficial for the diffusion of ideas.
Empirically it is known that the dispersion of productivity across firms is large
(Syverson, 2004) and tends to be larger in low-income countries (Hsieh and Klenow,
2009). One possibility for this difference in dispersion is that different network structures emerge in different countries. This paper shows that if low-income countries have
a more sparse network, then this can explain part of the differences in the dispersion
of productivity and in the level of TFP. However, the effect is modest and network
differences therefore do not have the potential to explain all of the cross-country differences in TFP and dispersion. One important remark, though, is that the effect of the
network on TFP and the distribution of productivity I found here is a lower bound. If,
for instance, having more links were to imply having multiple draws from the learning
distribution, this would provide an additional force, making dense networks have a
higher TFP. In addition, I have only considered connected networks. A sparse network
makes it more likely that some nodes are isolated, such that their innovations would
never spill over to the rest of the economy.
There are several reasons for why the network could be more sparse in low-income
32

countries. One reason is having lower trust which would prevent the formation of links
along which ideas diffuse. Consistent with this, Algan and Cahuc (2010) show that trust
is positively associated with economic development and Knack and Keefer (1997) find
that trust is negatively correlated with inequality. An alternative reason is differences
in institutions. Boehm and Oberfield (2020) document that in Indian states with a low
formal contract enforcement, there is more vertical integration which implies a sparser
network.
The model is consistent with the observed negative relationship between aggregate
productivity and inequality across countries. Here it is not the case that less inequality
causes higher productivity or the reverse, but a third factor, namely the density of
the network, causes both a higher TFP and a lower inequality. For this reason, in a
cross-country analysis studying the relationship between inequality and development,
one should control for the network to avoid omitted variable bias.
One final remark is that the networks studied here are formed exogenously. If
agents tend to predominantly connect to highly productive agents, the effect of network
density on TFP will be lower than what is suggested above since when agents are
already connected to the most productive nodes, there is no gain from adding more
links (unless this leads to multiple draws from the productivity distribution). However,
if the decision to form links is orthogonal to productivity, then studying exogenous
networks is adequate. Plausibly, ideas diffuse along all kinds of connections, being
both formed exogenously and endogenously taking learning into account. The results
from this paper mainly relate to diffusion over links that are formed orthogonal to
productivity. It would be interesting to study what types of networks are formed
endogenously in order to study how policies can affect the network and therefore
development. However, in order to do this, a stance needs to be taken on along what
type of links ideas flow (e.g., do agents learn from agents they trade with, that are
geographically close or that have similar personal traits etc.?).
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Appendix A

Derivation of the Bellman Equations

This appendix derives the value functions Vni (t, Z) of continuing, i.e. not learning. To do so,
approximate the continuous time limit by taking time steps of ∆ and let ∆ go to zero. Agents
value their stream of current income plus the discounted expected future value. Agents
discount at rate ∆ρ. For agents in the low innovation state l, the value function looks as
follows


Vnl (t, Z) = ∆Z + (1 − ∆ρ) (1 − ∆λln )Vnl (t + ∆, Z) + ∆λln Vnh (t + ∆, Z) ,
where the expected future value takes into account transitioning from the low to the high
innovation state occurring at the rate ∆λln during time interval ∆. Subtracting (1−∆ρ)Vnl (t, Z)
from both sides and dividing by ∆ subsequently gives


 h
 Vnl (t + ∆, Z) − Vnl (t, Z)
l
n
l
ρVn (t, Z) = Z + (1 − ∆ρ) λl Vn (t + ∆, Z) − Vn (t + ∆, Z) +
.
∆
Taking the limit of ∆ → 0 gives the Bellman equation:


ρVnl (t, Z) = Z + λnl Vnh (t, Z) − Vnl (t, Z) + ∂t Vnl (t, Z) .
Doing similarly for agents in the high innovation state h, the value function Vnh (t, Z) is


Vnh (t, Z) = ∆Z + (1 − ∆ρ) (1 − ∆λhn )Vnh (t + ∆, Z + ∆γn Z) + ∆λhn Vnl (t + ∆, Z) .
This takes into account that agents that continue to be in the high innovation state during
the time period ∆ experience improvements in their productivity at the rate γn . Again,
subtracting (1 − ∆ρ)Vnh (t, Z) from both sides and dividing by ∆ gives
ρVnh (t, Z)


Vnh (t + ∆, Z + ∆γn Z) − Vnh (t, Z)
h
l
h
= Z + (1 − ∆ρ)
+ λn (Vn (t + ∆, Z) − Vn (t + ∆, Z + ∆γn Z)) .
∆


h

(t,Z)
Adding and subtracting (1 − ∆ρ) Vn ∆
on the right-hand side gives
ρVnh (t, Z) = Z + (1 − ∆ρ)




Vnh (t + ∆, Z) − Vnh (t, Z)
V h (t + ∆, Z + ∆γn Z) − Vnh (t + ∆, Z)
l
h
+ n
+ λh
n (Vn (t + ∆, Z) − Vn (t + ∆, Z + ∆γn Z)) .
∆
∆

Taking the limit of ∆ → 0 gives the Bellman equation for type h:


ρVnh (t, Z) = Z + λhn Vnl (t, Z) − Vnh (t, Z) + ∂t Vnh (t, Z) + γ n Z∂Z Vnh (t, Z) .

Appendix B

Derivation of the Kolmogorov Forward Equations

This appendix derives the Kolmogorov forward equations. Similarly as for the Bellman
equations, approximate the continuous time limit by taking time steps of ∆ and let ∆ go to
zero. The evolution of the distribution over time looks as follows for the low innovation state
l. Denote the CDF by Φ(·) and the pdf by φ(·).
Φln (t + ∆, Z) =P (productivity below Z at t and no adoption higher than Z plus
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remained in l or transitioned from h to l during time period ∆)
h
i
Z
l
n
h
h
l
l
=
φn (t, z)(1 − ∆λl ) + φn (t, z)∆λn − ∆Sn (t) 1 − φ̂n (t + ∆, z) + ∆Snh (t)φ̂ln (t + ∆, z)dz
Mn (t)
h
i
=Φln (t, Z)(1 − ∆λln ) + Φhn (t, Z)∆λhn − ∆Snl (t) + ∆Φ̂ln (t + ∆, Z) Snl (t) + Snh (t) .
Z

Subtracting Φln (t, Z) and dividing by ∆ gives


Φln (t + ∆, Z) − Φln (t, Z)
= − λln Φln (t, Z) + λhn Φhn (t, Z) − Snl (t) + Φ̂ln (t + ∆, Z) Snl (t) + Snh (t) ,
∆


∂t Φln (t, Z) = − λnl Φnl (t, Z) + λhn Φhn (t, Z) − Snl (t) + Φ̂ln (t, Z) Snl (t) + Snh (t) .
where I took the limit of ∆ → 0 to obtain the last expression. For the high innovation state h,
the evolution of the distribution looks as follows.
Z
at t and no adoption higher than Z plus
1 + ∆γ
remained in h or transitioned from l to h during time period ∆)
Z Z
h
i
z
)(1 − ∆λhn ) + φln (t, z)∆λln − ∆Snh (t) 1 − φ̂hn (t + ∆, z) +
=
φhn (t,
1 + ∆γ
Mn (t)

Φhn (t + ∆, Z) =P (productivity below

∆Snl (t)φ̂hn (t + ∆, z)dz
h
i
Z
)(1 − ∆λhn ) + Φln (t, Z)∆λln − ∆Snh (t) + ∆Φ̂hn (t + ∆, Z) Snl (t) + Snh (t) ,
=Φhn (t,
1 + ∆γ
Z
h
h
Φhn (t + ∆, Z) − Φhn (t, Z) Φn (t, 1+∆γ ) − Φn (t, Z)
Z
=
− Φhn (t,
)λh + Φln (t, Z)λln − Snh (t)+
∆
∆
1 + ∆γ n
h
i
Φ̂hn (t + ∆, Z) Snl (t) + Snh (t) ,
h
i
∂t Φhn (t, Z) = − γn Z∂Z Φhn (t, Z) − λhn Φhn (t, Z) + λln Φln (t, Z) − Snh (t) + Φ̂hn (t, Z) Snl (t) + Snh (t) ,

where again the last expression follows from taking the limit of ∆ → 0.

Appendix C

Proof of Proposition 1

The following lemma will be needed for the proof of proposition 1.
Lemma 3. Suppose that B is an n × n diagonalizable matrix of which all entries are positive and v is
an n × 1 vector with all entries positive. Then e−Bt v ≥ 0 ∀t ≥ 0 if and only if v is an eigenvector of
B.
Proof. Since B is diagonalizable, we have B = P DP −1 where D is a diagonal matrix containing the eigenvalues ordered from high to low and each column of P contains the associated
eigenvectors. By the properties of the matrix exponential the following holds.
e−Bt v = e−P DP
= Pe

−Dt

−1 t

P

v

−1

v.

Because B is a positive matrix, the Perron Frobenius theorem applies and hence, there is a
unique largest eigenvalue (denoted by D1 ) and the associated eigenvector has positive entries,
call this eigenvector P1 . All other eigenvectors have at least one negative entry.
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If-statement: Suppose v is an eigenvector of B. Because v is assumed to have all entries
positive we have v = P1 , then
P e−Dt P −1 v = P e−Dt P −1 P1
 
1
0
 
= P e−Dt  .. 
.
0
= e−D1 t P1 > 0 .
This proves that v being an eigenvector is a sufficient condition.
Only-if-statement: I prove this by contradiction, suppose that v is not an an eigenvector.
So v 6= P1 , then
 
x1
 x2 
 
P e−Dt P −1 v = P e−Dt  .. 
.
xn
= x1 e−D1 t P1 + x2 e−D2 t P2 + . . . + xn e−Dn t Pn ,
where at least two of the xi are non-zero (since v would otherwise equal an eigenvector). By
Perron Frobenius there is at least one positive and one negative element in Pi , i 6= 1. Suppose
that D1 > D2 > . . . > Dn . Then the largest i for which xi 6= 0 will dominate and taking t large
will give that the pdf equals xi e−Di t Pi which has at least one negative element and hence
e−Bt v  0 ∀t. Therefore, we need v = P1 .
Here I have assumed that all eigenvalues are unique but Perron Frobenius only guarantees
that the largest eigenvalue is unique (therefore, the above proof is complete for n = 2 but not
necessarily for n > 2). So what happens if two eigenvalues are equal? Suppose that Dn−1 =
Dn and suppose that v is such that xi = 0 ∀i < n − 1. Then e−Bt v = (xn−1 Pn−1 + xn Pn )e−Dn t .
Then xn and xn−1 could potentially be chosen such that e−Bt v has all entries positive. However,
the choice of xn and xn−1 is not free since x = P −1 v where v is positive. If the eigenvalue with
multiplicity 2 has a unique eigenvector, then the solution becomes: ((xn−1 + xn t)Pn + ι) e−Dn t
where ι solves (B − Dn I)ι = Pn and due to the presence of t, the xn tPn term will dominate
for large t and hence at least one element is negative making e−Bt v  0 ∀t.
Now I turn to the proof of proposition 1.
Proof. I start by studying the Kolmogorov forward equations to get expressions for the
distribution functions. These CDFs will depend on some variables, namely Sn and αn , for
which I will solve using the value matching condition.
Using that g = γ, Snh = 0 and Snl = Sn , equation (11) becomes
Fnh (z) =
where λ̂n =

λln
.
λh
n

λln l
F (z) = λ̂n Fnl (z) ,
λhn n

(27)

Plugging this into equation (10) gives
0 = g∂z Fnl (z) + Sn F̂n (z) − Sn .
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(28)

It will be easier to work with vectors and matrices. Therefore, stack all distribution
functions Fnl (z) in the column vector Fl (z). Similarly for Fnh (z) and Fn (z). Then equation (27)
becomes:
Fh (z) = Λ̂Fl (z) ,
where Λ̂ is a diagonal matrix with λ̂n forming the diagonal entries. And
F (z) = Fh (z) + Fl (z) = (Λ̂ + I)Fl (z) = ΛFl (z) ,

(29)

where Λ is a diagonal matrix with 1 + λ̂n on the diagonal entries. And equation (28) becomes:


0 = gFl0 (z) + S F̂ (z) − 1 ,
where S is a diagonal matrix with Sn on the diagonal entries, and 0 and 1 are vectors where
all elements are zero and one, respectively. Note that this differential equation is only well
defined for αn ≤ z ≤ z as it is the Kolmogorov forward equation on the interior. For z ≤ αn ,
we have Fn (z) = 0 and for z ≥ z, we have Fn (z) = 1. Incorporating this gives the following
linear ordinary differential equation:
Fl0 (z)



1
= Iαn ≤z≤z S 1 − F̂ (z) ,
g

(30)

where Iαn ≤z≤z is a diagonal matrix such that the n-th diagonal entry is 1 if αn ≤ z ≤ z and 0
otherwise.
Plug the expression for the learning distribution (21) into equation (30) and use equation
(29) to get
1
Fl0 (z) = SIαn ≤z≤z X −1 (1 − AΛFl (z)) .
g

(31)

Now I will solve this differential equation interval by interval. Define the matrix Ik as a
matrix where the first k diagonal entries are a 1 and all other elements are a 0 (to represent
Iαk ≤z≤z ). Furthermore, define αN +1 = z. Then, the solution of this linear ODE, for each
interval [αk , αk+1 )33 , is
1

Fl (z) = e− g SX

−1 I

k AΛz

Ck + Λ−1 1 ,

if αk ≤ z < αk+1 ,

where Ck are constant vectors such that the CDF is continuous at the αn (i.e., there is no point
mass anywhere) and the initial condition holds. Fl (α1 ) = 0 gives C1 = −Λ−1 1 and hence


1
−1
Fl (z) = I − e− g SX I1 AΛz Λ−1 1 , if 0 ≤ z < α2 .
(32)
33

n will denote different types, whereas k will denote different intervals. However, they are related as only
the first n = k types are active on the k-th interval.
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In general:
I −e

Fl (z) =

1

Y

− g1 SX −1 Ik AΛ(z−αk )

− g1 SX −1 Ij AΛ(αj+1 −αj )

e



!
Λ−1 1 ,

if αk ≤ z < αk+1 .

j=k−1

(33)
The product is denoted as j=k−1 to indicate that the matrix multiplication goes from high to
Q
Q
low, i.e., 1j=k−1 Bj = Bk−1 Bk−2 . . . B1 . And if k = 1, 1j=k−1 Bj = I.
Evaluating equation (33) at the maximum of support z and using equation (29) gives
Q1

F (z) = ΛFl (z)
− g1 SX −1 AΛ(z−αN )

= 1 − Λe

1

Y

− g1 SX −1 Ij AΛ(αj+1 −αj )

e



Λ−1 1 ,

j=N −1

which needs
z needs to be such that
 1 to−1equal 1 by the
 definition of z. In other words,
Q1
1
−1 AΛ(z−α )
− g SX Ij AΛ(αj+1 −αj )
−
SX
N
Λ−1 1 is in the null space of e g
. Note that the
j=N −1 e
matrix exponential is always invertible (for finite z) and therefore, by the invertible matrix
theorem, the null 
space of a matrix exponential
only contains the zero vector. However, we

Q1
− g1 SX −1 Ij AΛ(αj+1 −αj )
−1
have that j=N −1 e
Λ 1 equals Λ−1 1 − Fl (αN ) which does not equal the
zero vector since the last element of Fl (αN ) is zero by equation (12). Therefore, z cannot be
1
−1
finite and the only possibility for F (z) = 1 to hold is if the matrix exponential e− g SX AΛ(z−αN )
becomes the zero matrix as z → ∞. Define Âk = g1 SX −1 Ik AΛ. Momentarily it will be


Q
shown that 1j=N −1 e−Âj (αj+1 −αj ) Λ−1 1 is the eigenvector of SX −1 AΛ and therefore only the
eigenvalue associated with the eigenvector with only positive values needs to be positive
to guarantee that F (z) = 1. Since ÂN is a positive matrix, the Perron-Frobenius theorem
guarantees that there is a unique eigenvector with positive values and that the associated
eigenvalue is always positive.34
All of the above has only used equations (10)-(13) and (21). Now continue with equation
(14). First take the derivative of equation (33) with respect to z to get the pdf,
1

 1 −1
Y
1 − g1 SX −1 Ik AΛ(z−αk )
−1
fl (z) = e
SX Ik AΛ
e− g SX Ij AΛ(αj+1 −αj ) Λ−1 1 ,
g
j=k−1

if αk ≤ z < αk+1 .
(34)

Evaluating equation (14) for type n gives
Sn = en SX

−1

In AΛ

1

Y

1

e− g SX

−1 I AΛ(α
j
j+1 −αj )



Λ−1 1 ,

for 1 ≤ n ≤ N ,

(35)

j=n−1
34

Define v =

Q1

j=N −1



1

e− g SX

−1

Ij AΛ(αj+1 −αj )



Λ−1 1 and for the moment, assume that v is the eigenvector of

ÂN , so ÂN v = µv. Since v = Λ−1 1 − Fl (αN ), all entries of v are positive as ÂN is positive. By Perron-Frobenius
there is only one eigenvector with all entries positive and the associated eigenvalue, µ, is positive. By the
properties of the matrix exponential we have that
e−ÂN (z−αN ) v = e−µ(z−αN ) v ,
which goes to zero as z → ∞.
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where en is a row vector with a 1 on the n-th position and zeroes otherwise. By the definition
of X, we have that equation (35) always holds. To see this, move X −1 to the right of In (which
is allowed because both are diagonal), then by the definition of X we have that everything
on the right-hand side of In is a vector with a 1 on the n-th position, because X is such that
X −1 A (1 − F (αn )) has a 1 for the n-th element. In times this vector will still be a vector with
a 1 on the n-th position. Multiplying by S and taking the n-th element gives Sn . Hence,
equation (14) holds.
The pdf in equation (34) is only well-defined if its values are non-negative for all z.
However, note that the elements of e−Âk Λ(z−αk ) are not necessarily all positive and therefore
fl (z) is not necessarily non-negative. Therefore, I will now derive the necessary and sufficient
conditions such that fl (z)
 is non-negative.

Q1
Define v = j=N −1 e−Âj (αj+1 −αj ) Λ−1 1. Since v = Λ−1 1 − Fl (αN ), all entries of v are
positive. Then, by Lemma 3, f is non-negative on the last interval if and only if SX −1 AΛv is
an eigenvector of SX −1 AΛ. Because v is positive, Perron-Frobenius gives that the associated
eigenvalue is the largest eigenvalue of SX −1 AΛ, which I call µ. So we have:
SX −1 AΛSX −1 AΛv = µSX −1 AΛv ,
1
1




Y
Y
−1
−Âj (αj+1 −αj )
−1
SX AΛ
e
Λ 1=µ
e−Âj (αj+1 −αj ) Λ−1 1 ,
j=N −1

(36)
(37)

j=N −1







˜
˜
 .. 
 .. 
 . 
 . 
,
  = µ
˜
 ˜ 
1
SN
1+λ̂N
where the vector on the left-hand side follows from Λ

Q1

(38)



j=N −1

1

e− g SX

−1 I AΛ(α
j
j+1 −αj )



Λ−1 1 =

1−F (αN ) and, by the definition of X, (i.e. the last element in X is such that X −1 A (1 − F (αN ))
has a 1 as its last element), and the right-hand side follows because FN (αN ) = 0.35 Thus, the
condition that is required to have fl (z) positive for z ≥ αN implies that
SN =

µ
1 + λ̂N

.

(39)

An expression for µ will be given later.
Furthermore, the pdf for the final interval becomes:
fl (z) =

µ − µg (z−αN )
e
v,
g

if z ≥ αN ,

where e is no longer the matrix exponential but the regular (scalar) exponential which is,
indeed, positive everywhere.
Now that I have established that the pdf is positive on the final interval, I still have to
show that it is positive on all other intervals. First, note by taking the derivative of equation
(34) with respect to z that the slope of the pdf will be negative whenever the pdf is positive.
Furthermore, note that 1 − F (αN ) is the eigenvector of ΛSX −1 A, so the measure of agents with productivity
in a sector higher than αN is related to eigenvector centrality. Types with a higher eigenvector centrality will
have more highly productive agents.
35
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Furthermore, note that the pdf is continuous at αk .36 Imagine that you are walking from z
towards α1 . We know that for the last interval, the pdf is positive and hence the derivative
will be negative. Once you are in a neighborhood around αN , the pdf is positive and the
derivative is negative, so the further you walk to the left, the larger becomes the pdf and
hence the pdf remains positive. This continues until you reach α1 . Hence, the pdf will be
positive everywhere.
To finalize the expression for the distribution function, I need to solve for αn and Sn . Those
will be pinned down by the eigenvalue condition and the value matching condition. First get
expressions for the value functions. Solve equation (17) for vhn (z):
ez + λhn vnl (z)
.
ρ − g + λhn

vnh (z) =

Plugging this into equation (16) and solving for vnl (z) gives:
(ρ − g)vnl (z) = ez −

g
∂z vnl (z) ,
λ̄n

l

λn
where λ̄n = ρ−g+λ
h + 1. The value function of one type does not depend on the value function
n
of the other types and therefore this is a 1-dimensional ordinary differential equation. Solving
it subject to the smooth pasting condition (18) gives:

vnl (z) =
where νn =

(ρ−g)λ̄n
.
g

λ̄n
1
e−zνn +αn (νn +1) ,
ez +
(ρ − g)(νn + 1)
g + (ρ − g)λ̄n

(40)

Evaluating at αn gives:
vnl (αn )

eαn
= vnh (αn ) .
=
ρ−g

Plugging this into the value matching condition (20) gives for each n

Z ∞
λ̄n
e αn
1
z
−zνn +αn (νn +1)
=
e +
e
fˆn (z)dz − ξn eαn .
ρ−g
(ρ
−
g)(ν
+
1)
g
+
(ρ
−
g)
λ̄
n
n
αn

(41)

Now investigate the value matching condition for type N . For this purpose, we only need
to consider the learning distribution on the last interval and hence we can leverage the result
that due to the eigenvector, the matrix exponential disappears for this interval. The learning
36

limz↑αk+1 fl (z) = fl (αk+1 ) (for the first k elements) because
lim fl (z) =

z↑αk+1

1
 1 −1

Y
−1
1
1
Ik SX −1 AΛe− g SX Ik AΛ(αk+1 −αk )
e− g SX Ij AΛ(αj+1 −αj ) Λ−1 1
g
j=k−1

=

1
Ik SX −1 AΛ
g

while fl (αk+1 ) = g1 Ik+1 SX −1 AΛ

Q1

j=k

1
Y



1

e− g SX

−1

Ij AΛ(αj+1 −αj )



Λ−1 1 ,

j=k



1

e− g SX

−1

Ij AΛ(αj+1 −αj )

45



Λ−1 1 is identical for the first k elements.

distribution for type-N becomes:
µ
fˆN = eN X −1 AΛe− g (z−αN ) v .
g
µ

Hence, the value matching condition for type N becomes (recall αN = 0)

Z 
µ
1
1
µ ∞
λ̄N
z
−zνN
ξN +
e +
=
e
e− g z eN X −1 AΛvdz
ρ−g
g 0
(ρ − g)(νN + 1)
g + (ρ − g)λ̄N

Z ∞
µ
λ̄N
1
µ
z
−zνN
e +
e
e− g z dz ,
=
g 0
(ρ − g)(νN + 1)
g + (ρ − g)λ̄N
where the last equality holds because eN X −1 AΛv = 1 by the definition of X (eN is a row
vector with its last element 1 and all others are 0). Solving the integral gives (note that µg
needs to be larger than 1 for the integral to be well defined. See footnote 37 that this holds):
#
"
1
1
µ
λ̄N
1
1
.
ξN +
=
−
+
(ρ − g)
g
(ρ − g)(ν N + 1) νN + µg
g + (ρ − g)λ̄N 1 − µg
This equation is a quadratic equation in µ (the only unknown). To see that it is quadratic,
λ̄N
rewrite it with x = µg , b = g+(ρ−g)
and c = (ρ − g)(νN + 1):
λ̄N


1
1 1
1
= x −b
+
ξN +
,
ρ−g
1 − x c νN + x




1
1
(1 − x) (νN + x) = x −b (νN + x) + (1 − x) .
ξN +
ρ−g
c

(42)
(43)

Collecting terms gives:







1
1
1
1
1
2
ξN +
−b−
x +
ξN +
(νN − 1) + − bνN x − ξN +
νN = 0 .
ρ−g
c
ρ−g
c
ρ−g
This can be simplified by noting that b +
seen by using the definition of νN ):
2

ξN x + ξN

1
c

=

1
,
ρ−g

b − 1c νN = 0 and



ν − 1 x − ξN +
N

1
ρ−g

1
c

N −1
− bνN = − νρ−g
(can be


(44)

νN = 0 .

Solving gives:
r
1 − νN ±

(1 − νN )2 + 4

µ1,2 = g

2

1
ξN + ρ−g

ξN

νN
.

First of all note that the term in the square root is positive and therefore µ1,2 is real. Second,
ξN +

1

note that one of the solutions is positive and one is negative (because 4 ξNρ−g νN > 0). By
Perron-Frobenius, the eigenvalue associated with the eigenvector with only positive entries
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is positive and therefore, the solution to µ is unique:37
r
(1 − νN )2 + 4

1 − νN +
µ=g

1
ξN + ρ−g

ξN

νN
.

2

And we get:
r
(1 − νN )2 + 4


2 1 + λ̂N

1 − νN +
SN = g

1
ξN + ρ−g

ξN

νN
.

For the other types, it is not possible to get closed form expressions for Sn because the integral
cannot be solved analytically due to the presence of the matrix exponentials.
The value matching condition (41) can also be written in matrix notation:
diag(eαn )









N Z
1
1 X αk+1
λ̄n
1
diag
I + diag(ξn ) 1 =
e−zνn +αn (νn +1)
ez + diag
ρ−g
g
(ρ − g)(νn + 1)
g + (ρ − g)λ̄n
αk
k=1

1

Ik X −1 AΛe− g SX

−1

Ik AΛ(z−αk )

1

Y

SX −1 Ik AΛ

1

e− g SX

−1

Ij AΛ(αj+1 −αj )



Λ−1 1dz .

j=k−1

(45)

The first part of the integral can be explicitly solved for, using Âk = g1 SX −1 Ik AΛ:
N

1X
g k=1

Z

αk+1


diag

αk


1
−1
λ̄n
z
e Ik X −1 AΛe− g SX Ik AΛ(z−αk ) SX −1 Ik AΛ
g + (ρ − g)λ̄n

1

Y

1

e− g SX

−1 I

j AΛ(αj+1 −αj )



Λ−1 1dz

j=k−1

=

N
X


diag

k=1

λ̄n
g + (ρ − g)λ̄n

1

Y





Ik X −1 AΛ(Âk − I)−1 eIαk − e−Âk (αk+1 −αk )+Iαk+1 Âk


e−Âj (αj+1 −αj ) Λ−1 1 .

j=k−1
37

Furthermore note that µ > g (to ensure that the integral is well defined) is always fulfilled:
r
2

1 − νN +
µ
>1⇔
g
s
⇔

(1 − νN ) + 4

1
ξN + ρ−g
ξN

2
2

(1 − νN ) + 4
2

⇔ (1 − νN ) + 4

ξN +
ξN

ξN +

1
ρ−g

ξN
⇔4
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1
ρ−g

νN
>1

νN > 1 + νN

νN > (1 + νN )

2

1
νN > 0 .
(ρ − g)ξN

The second part of the integral cannot be solved explicitly and has to be solved numerically.
The unknowns in equation (45) are S and αn . This means there are 2N − 2 unknowns (because
we know that αN = 0 and SN ). There are N − 1 remaining equations in equation (45) (because
we have used the value matching condition for the last type to pin down µ). The remaining
N − 1 conditions come from the eigenvector condition (where up until now I only used the
last equation to pin down SN ). Thus, αn and Sn are such that equations (37) and (45) hold.
Knowing αn and Sn , equation (33) gives the CDF.

Appendix D

The Learning Cost and Innovation Intensity

This appendix discusses the effect of the learning cost and the transition intensities between
the low and high innovation states on the productivity distribution.

Effect of the Learning Cost
Figure 7 shows how the distribution depends on the learning cost when both types are the
same except for their learning cost.38 In panel (a) both have the same learning cost and hence
the distributions are identical. In panel (b) the learning cost increases from 15 to 20 for type I
while staying at 15 for type II. The increase in learning costs for type I makes that the gross
learning value for type I has to increase in equilibrium to ensure that learners are indifferent
between learning (and paying the learning costs) and continuing to produce at their current
productivity level. This is achieved by type-I agents falling back relative to type-II agents.
Furthermore, the increase in learning costs lowers the mass of agents learning in equilibrium.
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Figure 7: Pdf of normalized productivity z when (a) both types have a learning cost of 15 and (b) type I has a
learning cost of 20 while type II has a learning cost of 15.

Effect of the Innovation Intensity
Figure 8 shows the density for different parameter values governing the intensity at which
type-I agents transition from the low innovation to the high innovation state. In panel (a),
for both types this intensity is 1 and in panel (b), this intensity changes to 0.5 for type-I. For
38 h

λ = 2, λl = 0.6 and, for both types, the network consists of 70% of agents of their own type . Furthermore,
γ = 0.02 and ρ = 0.03.
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Figure 8: Pdf of normalized productivity z when (a) the intensity to go from the low to the high innovation
state is 1 for both types and (b) when it is 0.5 for type I and 1 for type II.

both graphs and both types, the intensity at which agents transition from the high to the
low innovation state is 2, and the network consists for 70% of agents of their own type. The
learning costs are 25 for both types. This implies that in panel (b) there are fewer type-I agents
in the high innovation state than in panel (a). Due to this exogenous innovation process,
average productivity, ignoring learning for the moment, will be lower for type-I agents. This
means that the value of learning goes down for type-I agents (nothing changes for type-II
agents because the shape parameter of the Pareto tail is not affected) and hence the minimum
of support for type I goes down relative to the minimum of support for type II. Also the mass
of learners goes down.

Appendix E

Additional Figures

Figure 9: Estimated transition intensities between low and high innovation states by industry (Source:
Amadeus). See section 4 for details.
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Appendix F

Numerical Algorithm

αn and Sn need to be solved numerically such that equations (25) and (26) hold, and once
these variables are known, the distribution can be calculated directly using equation (22). This
section describes how the numerical algorithm works (superscripts and subscripts denote
the iteration steps).
Step 0. Make the initial guess for the vector α1 and matrix S01 . Then, for t = 1, 2, . . . ,
do the following.
Step 1. Update Sjt for j = 1, 2, . . . , J as follows.
t
Step 1a. Calculate the entries of X using the guesses αt and Sj−1
.
t
Step 1b. Calculate Sj using equation (25), iterate until convergence.
Step 2. Using equation (26), update αt+1 using the S and X found under step 1. If αt+1 is
close to αt stop, otherwise return to step 1 with S0t+1 = SJt .
To calculate the entries of X under step 1a, note that X1 = 1 by definition (because there
are no agents with a productivity below α1 ). Then X2 will be calculated as follows:

 1 −1
(46)
X2 = a2− e− g SX I1 ΛA(α2 −α1 ) 1.
Due to the presence of I1 , the only element of X that shows up in this equation is the first
element of X which we already know to be 1. Hence, given the guess for S and α, X2 can
be directly calculated. Likewise, the expression for X3 only depends on X1 and X2 . Hence,
given X2 , X3 directly follows. This way, the entire matrix X can be calculated in N − 1 steps.
To update S under step 1b equation (25) is used. This is done as follows. Calculate F (0)
using the S from the previous iteration. Then X −1 ΛA (1 − F (0)) and µ (1 − F (0)) are two
vectors based on the guessed α and S. Because S is a diagonal matrix, the entries of the
updated S are found by the elementwise division of these two vectors.
In step 2 α is updated using equation (26). First calculate the integral for each type using
the α resulting from the previous iteration. Then update α element by element by dividing
1
this integral by ξn + ρ−g
and taking the logarithm subsequently. In both step 1 and step 2,
homotopy is used to update the guess for S and α.

Appendix G

Modelling Choices

My model is based on the model proposed by Benhabib et al. (2017). The main differences of
this model compared to the models in Lucas and Moll (2014) and Perla and Tonetti (2014)
is that there is innovation besides learning and that the initial distribution does not need to
be unbounded in order to make long-run growth possible. As I show here, incorporating a
network into the models of Lucas and Moll (2014) and Perla and Tonetti (2014) would not
lead to any interesting dynamics.
In Lucas and Moll (2014) and Perla and Tonetti (2014), the only dimension in which
agents differ is their productivity level. The thickness of the Pareto tail of the productivity
distribution determines the growth rate. Suppose that there would be a network present in
Lucas and Moll (2014) or Perla and Tonetti (2014) similar to the main text here with each
node reflecting a type containing a continuum of agents. If each type were the same (i.e.,
having the same tail parameter) then it does not matter for the learning decision to which
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types a certain node is connected since the learning distribution is the same. To make this
clear, suppose that there are two types of agents and the distribution of productivity across
agents is the same for both types. Then, whether a learning agent has a 50% probability of
meeting an agent from each type or a 100% probability of meeting one type and 0% for the
other type does not matter because the distribution from which the learning agent is going
to draw will be the same for both networks. Therefore, types need to differ ex ante for the
network to be relevant.
Lucas and Moll (2014) assume that the initial support of the productivity distribution
is unbounded and follows a Pareto tail. The natural way to extend this model to multiple
types would be to assume that the initial distribution for each type has a Pareto tail with
the thickness of the tail differing across types. It turns out that this extension admits no
interesting dynamics in equilibrium. To see this, suppose for simplicity that each type is
connected to each other type, potentially with the weights differing across types. Then, the
tail of the learning distribution, for each type, will be a Pareto tail of which the thickness
equals the maximum thickness of the original distributions. Hence, no matter what the
network is, the tail of the distribution of each type will converge to a Pareto tail with the same
thickness, namely equal to the thickness of the tail of the distribution of the type with the
thickest tail. Since in both Lucas and Moll (2014) and Perla and Tonetti (2014) the Pareto tail
is what affects the decision to learn, the network has no interesting role.

Appendix H

Model the Innovation Process as a GBM

In this paper, I model innovation as following a two-state Markov Process. Here I discuss
another possible stochastic process, namely a geometric Brownian motion. The technical
appendix of Benhabib et al. (2017) contains a version of their model where the Markov
innovation state is replaced by a geometric Brownian motion. Here, I solve the model with a
geometric Brownian motion in case there are two types and I discuss why I chose the Markov
Process as the model in the main text. Without loss of generality, suppose that the second type
has the largest reservation productivity. The productivity of a single agent evolves according
to a geometric Brownian motion: dZ = γn Z + σn ZdW where dW is a standard Brownian
motion. The drift γn and the variance σn are allowed to vary by type. The normalized
Kolmogorov forward equation for type n in steady state is as follows
0 = (g − γn )Fn0 (z) +

σn2 00
F (z) + Sn F̂n (z) − Sn ,
2 n

(47)

where g is the economy-wide growth rate. The difference with respect to the main text is
that there are no longer two innovation states and that the second derivative shows up in
the KFE. The expression for the learning distribution is the same as in the main text (using
matrix-vector notation):

F̂ (z) = Iz>αn 1 + X −1 (AF (z) − 1) .
(48)
Start by considering the first interval [α1 , 0) at which only agents of the first type are active.
Hence, the KFE on this interval is a single second-order differential equation. Solving this
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subject to the initial condition F1 (α1 ) = 0 gives
T

zs


F1 (z) =

1
1
−
e
a11 a11

}|1

{

(g − γ1 )2
a11 g − γ1 
(z−α1 )
− 2S1 2 −
4
σ1
σ1
σ12

,

for α1 ≤ z < 0 ,

(49)

where a11 is the probability that a learning type-I agent learns from another type-I agent.
Evaluating equation (49) at z = 0 gives the initial condition needed to solve the differential
equation for the second interval:
F1 (0) =

1
1 −T1 α1
.
−
e
a11 a11

(50)

The solution to the KFE (47) for z ≥ 0 is
F (z) = 1 − eBz C ,

z ≥ 0,

(51)

for some matrix B and where C is a vector such that F (0) = [F1 (0) 0]0 holds. Hence,
C = [1 − F1 (0) 1]0 . Taking the derivative gives that the pdf is −eBz BC. Suppose that all
entries of B are non-negative, then by Lemma 3, it is needed that C is an eigenvector of B
for the density to be positive for all z > 0. Denote the associated eigenvalue by µ. Then, the
calculation rules of the matrix exponential imply
F (z) = 1 − eµz C ,

z ≥ 0.

(52)

Taking the first- and second-order derivatives and plugging these back into the KFE (47)
gives


1 2 2
−1
Γµ + Σ µ + SX A C = 0 ,
(53)
2
where Γ is a diagonal matrix with g − γn as its entries and Σ is a diagonal matrix with σ on
the diagonal. Equation (53) is a system of two equations in three unknowns (µ, S1 and S2 ).
Suppose that S1 is known, then the first equation pins down µ and the second equation pins
down S2 . Using the definition of X, rewrite the second equation
1
S2 = −(g − γ2 )µ − σ22 µ2 ,
2

(54)

which is the same expression as could have been obtained by evaluating the KFE at z = 0 for
type 2. The first equation of (53) can be rewritten as


1 2 2
(g − γ1 )µ + σ1 µ (1 − F1 (0)) + S1 (1 − F1 (0)a11 ) = 0 ,
(55)
2
which gives S1 as a function of µ and α1 (α1 is hidden in F1 (0)).39
39

Note, that evaluating equation (47) at z = α1 is not informative about S1 given the first and second order
derivatives of equation (49).
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In case of the geometric Brownian motion, the normalized Bellman equation becomes
(ρ − g)vn (z) = ez + (γn − g)vn0 (z) +

σn2 00
v (z) ,
2 n

(56)

with the smooth pasting condition
vn0 (αn ) = 0 .

(57)

Solving gives
vn (z) =



1
ρ − γ2 −

σ22
2

1
e + e−νn z+αn (νn +1)
νn
z


(58)

,

with
s

γn − g
νn =
+
σn2

g − γn
σn2

2
+2

r−g
.
σn2

(59)

The value matching condition for type II is
1+

v(0) =

1
ν2

ρ − γ2 −

Z
σ22

=−

∞

vn (z)µeµz dz − ξ2

(60)

0

2

=

−µ(νn + 1)(ν2 − µ − 1)
(−µ − 1)ν2 (ν2 − µ)(r − γ2 −

σ22
)
2

− ξ2 .

(61)

Solving this for νn , equating to equation (59) and rewriting gives an expression for the growth
rate in terms of µ
g=





− (µ + 1)µξ2 2γ2 + σ22 + 2 (−µ − 1)ξ2 (−µσ22 + 2γ2 ) + 2 − 4(µ + 1)2 ξ22 ρ2 − 2(µ + 1)ξ2 ρ −(µ + 1)ξ2 ((µ2 + 1)σ22 + 2(1 − µ)γ2 ) + 4
2(µ + 1)2 ξ2 ((−µ − 1)ξ2 (−2γ2 + 2ρ − σ22 ) − 2)

.

(62)

The value matching condition for type I becomes
1+

1
ν1

ρ − γ1 −

α1

σ12
2

e



1
1
T1 −T1 α1
(T1 +1)α1
α1 (ν1 +1)
α1 (T1 +1)
=−
e
(1 − e
)+
(e
−e
) +
σ2
T1 + 1
ν1 (T1 − ν1 )
ρ − γ1 − 21 a11


1
1
1
α1 (ν1 +1)
µ(1 − F1 (0)a11 )
+
e
− ξ1 eα1 .
(63)
σ12
µ
+
1
ν
(µ
−
ν
)
1
1
ρ − γ1 − 2
1

There are 5 unknowns: α1 , g, µ, S2 , S1 and 4 equations: (54), (55), (62) and (63) meaning that
there will be multiple equilibria in terms of the growth rate. A fatter tail leads to a higher
growth rate. Note that given µ the growth rate does not depend on the network. Suppose
that the economy is in an equilibrium for a certain µ. Then, equation (62) determines the
growth rate and equation (54) gives S2 where both do not depend on the network (this is for
similar reasons as in the two-state Markov model). Equations (55) and (63) determine S1 and
α1 and these equations do depend on the network. Now, suppose that the network changes.
Since this will not affect the second type, µ and g will not be affected. This is the reason why I
focus on the effect of the network on TFP and not on the growth rate in the main text.
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Figure 10: Pdf of normalized productivity z when innovation is modeled as a geometric Brownian motion when
the probability that a type-I agent learns from a type-II agent is (a) 20% and (b) 50%.

Figure 10 shows the distribution of productivity as an illustration. The parameter values
are as follows: γ1 = 0.005, γ2 = 0.01, σ1 = σ2 = 0.1, ξ1 = ξ2 = 25, ρ = 0.04 and g = 0.02. The
network differs across the two panels of the figure. The distribution looks very similar as
for the model in the main text (see Figure 1). The more connected type-I agents are to the
type-II agents, the higher is the reservation productivity of type I and the flatter is the density
of type I on [α1 , 0). Therefore, it seems plausible that the effect of the network in the GBM
model is similar to the effect in the model of the main text. However, one difference between
the two models is that the pdf is not continuous here whereas it is continuous in the main
text. At z = 0 there is a jump in the pdf for type 1. It turns out that this jump depends on the
growth rate of the economy. If the growth rate of the economy, g, were 90% instead of 2%
then the discontinuity would (almost) be gone. Both a growth rate of 90% (while the largest
drift is only 1%) and the discontinuities observed in Figure 10 seem implausible, providing a
justification for using the two-state Markov chain as the main model.
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